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Introduction to Machine Learning

Many companies are interested in acquiring and analyzing more data, whether it is consumer behavior data, camera data from cars, or biomedical data for new

medicines. People who specialize in developing questions around data and answering them using mathematical models are data scientists.

Why is data science so hot right now? If you have data, you can extract so much information and make better decisions. These decisions can make a business more

efficient or develop insights into business trends that your eyes can’t see.

Data is a way to encoding information onto a machine. Whenever you make an Excel spreadsheet with different categories, text, and quantities, you have a data set. If

you have multiple data sets, you store them in a container called a database.

Big data accumulates these smaller datasets over time as we continue making purchases on Amazon or record our heart rates using a FitBit. These datasets are large in

size, and it is challenging to process and store big data. However, they contain a wealth of information that machine learning algorithms can use to solve different

problems.

Machine learning is one of the fast-growing technologies in the world that make its place already in most of the top companies in the world. Machine learning helps the

computer to learn from the data and experience to make the decisions of their own like humans. Machine learning uses various algorithms and mathematical statistics

and models to learn from the data and make decisions.

In our modern technological world, there are a lot of applications using machine learning like speech recognition, voice recognition, speech translation, product

recommendation, video recommendation, navigation, and many more…

Till now only humans can learn from the experience and the data and can able to make decisions with respect to the data and the surroundings. We have the computers

that will work with our instruction set. All the instructions are hardcoded to a computer called a program for their proper working.

Now, what is a computer itself can able to learn from the data and the environment and able to take decisions with respect to data. In addition, what if a computer

system can improve by itself according to the data; we already achieved it using Machine Learning.

Machine learning comes under Artificial Intelligence AI. A machine that able to analyze and learn from the provided data and can make decisions or answers according to

the data.

Arthur Samuel gives the term Machine language in 1959.

By using sample data from a huge dataset called training data, the machine learning algorithms can able to build models that help to provide decisions without

programming it. Machine learning algorithms can learn from the data and they can improve themselves to make it more accurate and efficient.

The history of machine learning starts in 1943 when a book on neural networks was presented by Walter Pitts and Warren McCulloch. In 1949 Donald Hebb published a

book called “ The Organization of Behavior” which includes relations of neural networks is the second milestone in machine learning history. Arthur Samuel first

introduced the machine-learning concept in 1959. Later in every year, there was development in the field of machine learning till now. Now the concept of automated

machine learning is progressing.

In programming, we need a programmer who can able to write the instructions called a program with logic for performing a task regarding to the software that is

developing. It needs so many experts for perfection.

Machine checks and analyze the data according to the instructions to provide the output. Any small change in the data will make the machine fail or it needs the

programmer to make the change in the instructions, which needs a lot of time and effort.

In the case of Machine-learning, the job of a programmer is done by the machine itself. We are providing the machine input data and the output, that machine analyzes

and learns the relation between input and output for making instructions. In machine learning there is no need for a programmer for any change in input data as the

machine will make the instructions according to the input and output data.

Data is the most valuable and major problem in our modern world of technology. The huge amount of data and their classification and learning are very difficult tasks for

traditional programming. There comes the importance of machine learning, where we can learn from the data using machine learning algorithms and models

automatically without much effort and time.

We can train the machine learning algorithms to make the models and with the help of models, we can predict the required output. It can also improve them using the

data. We can learn more about the need in the coming tutorial.

Machine learning is the brain where all the learning and decisions happen in the case of AI.

In case of the humans, we learn from experience, with more experience we can make decisions that are more accurate. What happens if we face a new situation we cant

be 100 percent sure that our decision will be accurate like a known situation.

The same logic is for machines, we have to make the machines learn from the data for accurate output. Machine learning algorithm learns from the data and makes a

model that can able to predict the output even for the new data.

Machine learning accuracy depends on the amount of data and the quality of the data and the algorithm we choose for the data. We can learn the details later.

When Ml has a complex problem, it collects the data from all the sources and does some preprocessing on the data to make it error-free. Then we make a sample data

called training data to feed into the ML algorithm. 

The algorithm accepts the training data to make a model, which is able to predict the output. After the model has done, we have to check the model with new data for

checking the model can predict the output accurately.

Using machine learning, we do not need to make a new set of instructions for the new data.

Machine learning methods can be divided into three types depending on the data quality we provide and the output we expect from the model, they are,

Further again they are divided into many categories that we can learn deeply inside our coming tutorials. 

 

Several programming languages will allow you to use machine learning libraries so that you don’t have to code up your own algorithms. We’ll briefly describe 3 common

languages used for machine learning.

Python is an open-source general programming language that is the language of choice in today’s data science community. This is because:

The R programming language should not be discounted. Statisticians develop cutting-edge statistical and machine learning algorithms in R first before translating into

another language. 

While the syntax in R is a little clunky compared to Python, it still has many of the same benefits. If you want to use the latest machine learning algorithms for your

projects, use R.

Structured Queried Language (SQL) is known as a language to manipulate and pull data from databases. But you can use SQL to run machine learning algorithms directly

or through Python/R scripts. 

This is a common way machine learning is implemented in the industry and it is an important language to know as you develop your data science toolbox.

Here are some sites that are popular for crowdsourcing data scientists on real-world problems:

● Data science uses data and mathematical models to optimize behaviors and come up with decisions.

● Machine learning is a technology that uses data to learn patterns and come up with predictions given new data

● Machine learning can be applied to many real-world problems.

● Many programming languages will allow you to use machine learning quickly. 

 

Next   

What is data science?

What is Big Data?

Introduction to machine learning

What is Machine Learning?

History of Machine learning

What is the difference between Machine Learning and Normal Programming?

What is the need for Machine learning?

How does machine learning work?

Features of machine learning

It uses data for learning and identifying patterns1

It can improve themselves from the data learning2

It can make data-driven decisions for AI3

Machine learning and data mining resemble each other if data is huge4

Types of machine learning

Supervised learning1

Unsupervised learning2

Reinforcement learning3

Semi-supervised learning4

Programming languages for machine learning

Python

It is relatively easy to learn1

You can do many data-related tasks2

It is open-source3

It has an established data science community4

There are many libraries developed in Python5

R

SQL

How to find machine learning projects

GitHub contains many open-source projects that need developers.1

Kaggle is a competition site that allows you to work as an individual or as part of a team to develop real-world solutions.2

Freelance sites like Upwork or Fiverr will enable you to see jobs that real businesses are struggling with.3
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Applications of Machine learning

Machine learning is one of the trending words in the technology field. Machine learning helps to learn and analyze a huge amount of data and to learn the patterns in it

and help to make decisions based on the data called data-driven decisions. 

We are using machine-learning applications in our daily life without knowing we are using this technology. Machine learning is one of the most growing technologies in

our modern world; it will be the next revolution in the technology world.

Before learning Machine learning we need to know where this machine learning is used in the practical world. In this tutorial, we are going to familiarize some of the

famous and daily used applications that work with machine learning.

Social media like Facebook, Twitter, etc are using machine learning for data analysis and predictions. We have used friend suggestion, similar videos, recommended

pages and groups are all doing machine learning internally for their work. Facebook continuously checks your likes, visited pages, groups, and videos for analyzing the

data using ML algorithms and using the predictions for getting the recommended videos, groups, pages, friend suggestions.

Second, Facebook does face recognition. Have you ever think when you upload a photo, how Facebook instantly identify the friends in it and give you a tag option. It

involves a lot of backend functions but overall it is an application of machine learning.  

Facebook is using the technology called Deep Face that analyzing the data of the photo and identifies the similar patterns in it and compares that with the photos in your

friend list, which involves a complex process as we said earlier; it is an application of Machine learning.

Today mostly, we are using speech commands like voice search in Google that is an application of machine learning. The applications like Google speech, Siri, Alexa, etc,

which come under speech recognition, are using machine learning for speech processing. 

When we speak the system, translate the speech into text that is commonly called speech recognition. Now we are using machine-learning algorithms to analyze and

learn the data and take decisions.

Nowadays, when we want to go to a place first thing we do, is to take Google maps to get the route and traffic conditions. Google maps predict the traffic and it gives the

shortest time path to the destination. 

Did you ever think of how Google map predicts traffic? It uses two inputs to analyze the traffic, which is the real-time location of a vehicle and the average time it takes in

the past days to reach a location. 

Data is processed, analyze, and learn from the data some patterns in it. Then predicts the output, which is clearly an application of machine learning.

Have you ever think how an email is filtering automatically to our inbox or spam folder. We are always getting only spams in spam folders and important emails as

separate headings in inboxes. It is an application of machine learning. 

How Gmail is doing the spam filtering?

Machine learning algorithms are used for malware detection also.

Online transactions are using machine learning for safe operation. We all are doing online transactions every day and there are many frauds, which are trying to play fraud

online aiming our transactions such as fake ids, fake accounts, fake websites, and can able to steal our money in between the transaction. 

The machine learning algorithm is helping us to protect our transactions. For every transaction, the output is converted to some hash values. In genuine transactions, this

value will be a specific pattern and in fraud transactions, there will not be a specific pattern. Therefore, machine learning can easily understand the frauds and take

necessary actions.

We use machine learning for pattern recognition and prediction. This applicability of machine learning is used in weather forecast and stock prediction.  

Machine learning algorithms can analyze and learn from a huge amount of data and can predict accurate and efficient results which will be used in both applications.

Healthcare contains various problems, including high overhead costs, maintaining privacy and security, streamlining recordkeeping, and improving patient outcomes.

Health informatics uses information technology to improve patient outcomes and optimize management within the healthcare space.

Applying machine learning to diagnostics technology is an emerging and exciting space. In a 2017 paper, Esteva et al. trained a deep neural network using 130,000 skin

disease images that performed as accurately as 21 board-certified dermatologists. Additional FDA-approved AI-based medical devices are beginning to emerge for other

diseases

  If you have ever interacted with Amazon's Alexa or Google's Nest Smart Speakers, you have interacted with a chatbot. A chatbot is a program that simulates and

interprets human language. This allows humans to interact with their electronic devices as if they were talking to a human. This technology has been growing due to

advances in natural language processing, a subfield in artificial intelligence that allows a computer to understand human languages.

Chatbots are being built on understanding both text and speech. Recently, they have been replacing customer service personnel when it comes to addressing Frequently

Asked Questions or for tasks that are not complex.

The upcoming technology uses machine-learning algorithms for working. For example, the Tesla Company uses machine-learning algorithms to analyze and learns the

data. Using such data prediction it can recognize the persons, objects, cars, and easiest route for the destination.

We all are using e-commerce websites like Amazon, Flipkart, and video websites like Netflix, etc in our daily life. Machine learning is playing a good role in these websites.

Have you ever wondering the recommended product choice for us from these websites. It uses machine-learning algorithms to analyze our shopping patterns and

searching data and predict our recommended products.

This method is used in advertisements also. When we search for something in Google or other search engines they also use machine learning algorithms to show us

related ads.
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Social Media
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Fraud Detection

Stock and weather forecast

Health care

Chatbots or Virtual Assistants

AutoPilot Cars

Recommendation of products (eCommerce, videos, ads)

Advice for applying machine learning to real problems

Take time to understand the problem

If you are going to create a solution using any technology, we need to know the problem. To get to see the problem, here are some questions to help you

think:

● What are the technical issues you need to solve? 

● What are my customers' pain points? 

● Why is this a problem worth solving?

● Am I the person to solve this problem, and why?

1

Learn and see how others have or have not addressed the problem

Once you have a good understanding of the problem, not only do we need to know who our customers are, but we also need to identify our competitors.

Here are some questions to ponder over:

● Who are the key players in this space?

● What advantages do they have over me? What are their weaknesses?

● How can my product beat them?

● Do I even need to compete in the same space? Will my product be so innovative that I will make the competition obsolete?

2

Experiment and engineer your machine learning solution

Now it's time to develop a database and machine learning solution for your problem. This part has a variable time frame, but it will be worth it.

3
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Why Machine Learning?

Machine learning technology is advancing rapidly, and several software products are built on machine learning platforms. However, machine learning is not necessarily a

one-size-fits-all solution.

Humans have the ability to make decisions and they can solve complex tasks, But in some scenarios, humans cannot be able to do the task such as navigation to

unknown areas, weather forecast, and some dynamic scenarios. In such cases, we need the help of machines to make decisions and solve complex tasks to help

humans.

In the case of humans, it is a very complex and time-consuming task to analyze a huge amount of data and there will be a lot of human error while analyzing the data, this

scenario also makes the need for machine learning.

For the machines to take decisions in AI, Machine learning and Deep learning will help to analyze the huge amount of data and to find some patterns or categories that

will help to make decisions, such decisions are called data-driven decisions.

Data-driven decisions are very helpful in automation, which will increase the speed of solving a complex task with more accuracy and error-free.

Using Machine learning, we can increase the efficiency and accuracy of the system.

In machine learning, we are providing a huge amount of data to the machine learning algorithm to train it. It will analyze the data, make a model with respect to the data,

and predict the desired output. Using machine learning, we can save both a lot of effort and money.

In our modern world, a lot of applications are using machine learning which includes 

1.    weather forecast 

2.    share value prediction 

3.    Self-driving cars 

4.    Navigation 

5.    Face detection 

6.    Fraud detection 

And a lot more… 

We’ll explore what problems machine learning can solve, what it can’t solve, and discuss how to choose your machine learning tool of choice.  

 

Machine learning can be used to analyze a huge amount of data to find some patterns or categories that will be a much difficult task for humans. For example, the

recommended videos on Netflix and the recommended products in the e-commerce websites are using machine learning.

One of the main advantages of machine learning is that the model learns the trends within the data. In general, the more high-quality data we can provide an algorithm,

the better it will perform over time. More data allows us to make predictions given new data or forecast into the future, given historical data. 

Using machine learning we are giving the machine to take decisions from the data so we don’t want to sit with every step with the algorithm. The algorithm uses and

analyzes data and takes prediction depends on the data to improve their algorithms. Spam filters and Antivirus are examples, which learn from every threat.

With machine learning, the algorithms are analyzing the data continue to make more accuracy and efficiency. The more data you supply, the algorithm will automatically

get more and more improved. An example is the weather forecast, which will get more and more accurate predictions from the uneven supply of data.

Machine learning algorithms can handle a huge variety of data and can be used in dynamic decision scenarios.

Machine learning can be used in various fields that include medical, weather, stocks, banks, and all other major areas. With machine learning, we can improve customer

interaction a lot. Analyze and predict accurately from huge data can increase the business a lot.

The machine learning models depend on the data which we provide, so the machine learning algorithm needs a huge amount of data that too must be accurate and

good. This good dataset is needed to train the model

Machine learning algorithms need a lot of time to analyze and train with the data to make the models with accuracy. Machine learning algorithms need a lot of power and

resources (data) to work and develop.

Machine learning needs an algorithm to be selected manually which is not a simple task. We have to select the algorithm after testing sample data and test data in every

algorithm to choose the best one to get the best result. This manual process is very time-consuming and needs a lot of effort.

Machine learning needs the selection of algorithms manually which we need to check the sample data in all the algorithms to select the best one. But there will be a high

chance for error in training and testing that huge data, which will cause an error in the result which is not easy to rectify considering the amount

● The advantages of using machine learning are that:

● The algorithm gets better with more data.

● Some statistics metrics let us measure how reliable the models are.

● Each model has known strengths and weaknesses.

● The disadvantages of using machine learning are that:

● Non-linear models perform better but are harder to diagnose

● It is also harder to determine how non-linear models make their predictions.

● Several factors go into deciding what model to use. 

● Linear models are more straightforward, more interpretable, and faster to train.

● Non-linear models can capture non-linear trends, utilize larger datasets, and are more accurate with real-world data. 
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Advantages of machine learning

Learning from data 

Easy to Automate

Never-ending improvements

Handle huge variety of data

Wide range of applicability

Disadvantages of machine learning

Data Gathering

Time and Effort

Selection of machine learning algorithm

High probability of errors

Summary
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The Machine Learning Workflow

Many people think of machine learning only as a specific algorithm, such as logistic regression or random forests. However, in practice, many other components will

determine the performance of a model. These steps include data cleaning and optimizing the model using hyper-parameter tuning. 

Machine learning workflow defines the steps or the path that has to follow to make a machine learning project which includes,

This tutorial covers each component of the machine learning workflow in more detail.

In this step, we have to collect the data from different sources, which may be the files or databases or the sensors, etc. If we are collecting real-time data, we can use the

data from the IoT devices directly. The quality of the data received is very important for the accuracy of the system and the results.

Data that we collected from the files, scanners, etc, cannot be used directly as that will have a lot of unclarity, large values, and a lot of errors, and missing data will be

there. For that, we have to do the data preparation.

Hopefully, someone out there has generated a dataset that you can use to answer your specific problem. Otherwise, we need to create our own dataset to funnel into the

machine learning workflow. This can be the most labor-intensive, time-consuming, and expensive part of the machine learning workflow.

Once we have made our dataset, we need to create a datastore that allows us to access the data for later steps. An important point to take away is that we should keep

a record of the original data set. This is essential for transparency and reproducibility. 

 

Once we load the data, we should "clean up" the data. Data we got from the outside world will contain

that cannot be applied directly to the system. We have to clean that raw data into clean data sets using different methods which is commonly known as data

preprocessing.  

 

Data preprocessing is done through different steps that include

This is a complex but essential step in the machine learning workflow. Without understanding the underlying data structure, we may not be able to understand the model

outputs.  

We already know from our previous tutorial that we have different models for the preprocessed data that we have to select for the best performance depending on the

type of our goal and the type of data we had provided.

If the data is labeled and we have to classify the data we will use our classification algorithms. If we need a regression job and the provided data is a labeled one we can

use the regression-learning model. If our data is unlabeled, we can use clustering models to make clusters for given data. 

 

Finally, once we process the data, we need to split it into three datasets for training and to evaluate the machine-learning model we are using in the training phase to

increase the ability of the model. To do the training we have to split the dataset:

● The Training set helps the computer to understand how to process the information. The Training set is what the algorithm will use to learn the relationship

between the data and its associated outcomes. 

● The Validation set is the data that is used to evaluate the model while optimizing it. It acts as a diagnostic tool to see how well the model is learning.

● The Test Set is the data used to provide an unbiased evaluation of the final model. The statistics produced by the test set are what we would report in an

academic article or to stakeholders in the company.

Once the data set is ready, we have to feed that training dataset into the model so that it can learn about the features and parameters. Now we can use the validation set

for further refining the model by modifying the parameter up to your acceptable levels. The test set is used for testing the model.  

In this phase, the learning algorithm finds a relationship between the input data and the output and generates a model. 

 

Up until this point, we have been discussing ways to optimize the data for improving model performance. However, we can consider model components to optimize as

well.

In this stage, the model is tested with test data set for accuracy and precision. We are using the test dataset because it is not used before training, which is fresh and

gives a perfect result. 

 

If the model is not performing well up to our expectations, we can rebuild the model using a more complex parameter called hyperparameters. Hyperparameter values

control the learning process. Depending on the type of algorithm used, there can be many hyperparameters. 

To choose a final model, we need to test the impact of each hyperparameter on model performance. This occurs during the model training process.

Once we determine appropriate model hyperparameters, we can evaluate the model using the test set. We can see if we need to continue tweaking our data/model

during this phase or deploy the model as a product.

A machine learning pipeline is an automated way to execute the entire machine learning workflow. A pipeline adheres to essential software engineering principles. In a

pipeline, we make workflow parts into independent, reusable, and modular components. This enables the process of building a model to be more efficient and simplified.

● There are 5 general phases in the machine learning workflow:

● A machine learning pipeline is an automated way to execute the machine learning workflow. 
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Data collection1

Data processing2

Choose Model3

Training model4

Evaluating model5

Model Validation6

1.   Data collection and inputting of data

2.   Data processing

Missing data: data that is not continuous, it misses some part of the flow.1

Noisy data: It happens because of the human error or technical error of the device from we collect data2

Inconsistent data: it happens because of human error or duplicate data3

Convert that data into some numerical format so that the machine can understand1

Ignoring the missing values2

Filling the missing values of instances using the mean, median3

Remove the duplicate data from the dataset4

Normalize data by removing errors in the data.5

3.    Choosing the machine learning model

4.    Training and testing the model

5.    Model Evaluation

6.    Model validation

A Machine Learning Pipeline

Summary

Collecting data and creating a data store1

Processing the data2

Splitting the dataset3

Selecting and tuning model hyperparameters4

Evaluating the model and iterative refinement5
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Data Visualization and Exploratory Data Analysis

Data visualization is a process for creating the visual representation of data. At its core, data visualization allows us to visualize data and communicate insights. This is a

critical part of data science, For clearly understanding data, we represent data using graphs, plots, and other pictorial representations in the case of numerical we use

dots or bars, or lines.

As we all know, the pictorial representation is very easy to understand the data and it will be helpful to find the errors in the data like outliners, etc. using a graph or other

picture representation we can represent a huge amount of data and will be easily understandable. It allows key personnel to make data-driven decisions.

Exploratory data analysis is used by the data experts for analyzing and learns about the dataset details and about the relation and characteristics them.

A data scientist starts with us trying to understand and make sense of the data during the data analysis phase of the machine learning workflow. This process is called

exploratory data analysis (EDA).

EDA is crucial to understanding the underlying structure of the data. It helps to understand the relation of dataset variables between them. Exploratory data analysis is a

widely used method by data scientists. With the help of EDA, we can understand the data much more than conventional methods. During EDA, we examine data using

graphs to begin:

During EDA, we can also check the underlying assumptions we make about the data. By visualizing the data distribution, we can see what statistical techniques and

machine learning models are appropriate for a given analysis.

There are different plots that are used to visualize data, we need to understand some of them for moving further that include

Scatterplots display the relationship between two variables using dots mapped along a horizontal axis (x-axis) and vertical axis (y-axis). Each dot represents an individual

data point associated with each feature. If the point trend in certain order there is some relation between the data. If the scatter plot is fully dispersed then we can expect

there is no relation between the data variables.

We will visualize the Iris dataset, a classic dataset that contains measurements of the length and width of the sepals and petals of three species of Iris flowers.  

 

from sklearn.datasets import load_iris 

import matplotlib.pyplot as plt 

import numpy as np 

import pandas as pd 

 

# Load Iris dataset 

iris = load_iris() 

 

To simplify the data visualization methods, we'll create a Pandas data frame.

 

# Load the feature data and the label-encoded target variable. 

df = pd.DataFrame(data= np.c_[iris['data'], iris['target']], 

                 columns= iris['feature_names'] + ['target']) 

 

# Concatenate the Iris species names. 

df['species'] = pd.Categorical.from_codes(iris.target, iris.target_names) 

print(df.head(10)) 

 

 

sepal length (cm)  sepal width (cm)  ...  target  species 

0                5.1               3.5  ...     0.0   setosa 

1                4.9               3.0  ...     0.0   setosa 

2                4.7               3.2  ...     0.0   setosa 

3                4.6               3.1  ...     0.0   setosa 

4                5.0               3.6  ...     0.0   setosa 

5                5.4               3.9  ...     0.0   setosa 

6                4.6               3.4  ...     0.0   setosa 

7                5.0               3.4  ...     0.0   setosa 

8                4.4               2.9  ...     0.0   setosa 

9                4.9               3.1  ...     0.0   setosa 

 

[10 rows x 6 columns] 

Now we'll grab the seoal length and sepal width data, and plot the relationship between the two.

 

# Grab data 

features = df[iris.feature_names] 

 

# Make scatterplot and labels 

plt.figure(figsize=(4, 3), dpi=200) 

plt.scatter(x=features[iris.feature_names[0]],  # Sepal length 

            y=features[iris.feature_names[1]],  # Sepal width       

            c=iris.target,                      # Iris species type 

            cmap='viridis')                     # Color for each Iris species 

plt.title("Sepal length v. sepal width") 

plt.xlabel(iris.feature_names[0]) 

plt.ylabel(iris.feature_names[1]) 

 

Shown is the relationship between sepal length and sepal width. Each dot color corresponds to a different species of Iris. From the scatter plot, we can conclude that: 

•    Sepal length and width are positively correlated with each other, and  

•    The species corresponding to purple is highly separable from the other species, potentially indicating it is unique. 

Scatterplots are much harder to interpret with more than 3 features, limiting their usage to small and lower dimensional datasets.

Barplots display the relationship between categorical data and numerical data associated with each category. The numerical data can represent anything from counts to

essential metrics (e.g., mean, median, mode).

from sklearn.datasets import load_iris 

import matplotlib.pyplot as plt 

import seaborn as sns 

import numpy as np 

import pandas as pd 

 

# Load Iris dataset 

iris = load_iris() 

 

# Grab data 

features = df[iris.feature_names] 

 

# Make barplots by Iris species 

plt.figure(figsize=(3, 2), dpi=200) 

sns.countplot('species', data=df) 

 

# Plot attributes 

plt.title("Iris species counts") 

plt.xlabel("Iris species") 

plt.ylabel("Frequency") 

 

The barplot shows that the dataset is well balanced. There are equal Iris species in the dataset. This is important in a classification problem - the more unbalanced the

dataset is, the harder it is to predict other classes.

Histograms are like the bar graph but it is used to check the frequency rather than the trend. Histograms reveal the underlying data distributions for continuous data. One

axis shows the data value, while the other axis shows the frequency of the datapoint within a given interval or bin.

from sklearn.datasets import load_iris 

import matplotlib.pyplot as plt 

import numpy as np 

import pandas as pd 

 

# Load Iris dataset 

iris = load_iris() 

 

# Load the feature data and the label-encoded target variable. 

df = pd.DataFrame(data= np.c_[iris['data'], iris['target']], 

                 columns= iris['feature_names'] + ['target']) 

 

# Concatenate the Iris species names. 

df['species'] = pd.Categorical.from_codes(iris.target, iris.target_names) 

print(df.head(10)) 

 

# Grab data 

features = df[iris.feature_names] 

 

# Make histogram and by features 

features.hist(figsize=(10, 10)) 

 

These histograms show that each feature has a different distribution. This variance in the data allows the machine learning model to classify data.

Heatmaps are basically a matrix that is color-coded. That means each cell of the matrix is colored ranging from green to red depending on the value or the risk of that

variable. As we all know green is a healthy cell and risk increases when it moving towards red. It is more understandable than the numbers. 

Heatmaps help us visualize multivariate datasets that may have multiple features. They create a visual map of the relationship between any two pairs of features and/or

observations. The values can be the raw data points or some aggregate metric. 

 

from sklearn.datasets import load_iris 

import matplotlib.pyplot as plt 

import seaborn as sns 

import numpy as np 

import pandas as pd 

 

# Load Iris dataset 

iris = load_iris() 

 

# Load the feature data and the label-encoded target variable. 

df = pd.DataFrame(data= np.c_[iris['data'], iris['target']], 

                 columns= iris['feature_names'] + ['target']) 

 

# Concatenate the Iris species names. 

df['species'] = pd.Categorical.from_codes(iris.target, iris.target_names) 

print(df.head(10)) 

 

# Make Heatmap 

plt.figure(figsize=(4, 2), dpi=200) 

ax = sns.heatmap(data=features.T) 

 

# Heatmap attributes 

ax.set(xticklabels=[])  

plt.axvline(x=50, c='black') 

plt.axvline(x=100, c='black') 

plt.title("Iris data heatmap") 

plt.xlabel("Individual data points") 

plt.ylabel("Features") 

 

This heatmap shows the raw data values. The black lines accentuate the separation between three different Iris species and individual feature values.

Boxplots are concise ways to visualize data and some helpful summary statistics associated with the data. 

from sklearn.datasets import load_iris 

import matplotlib.pyplot as plt 

import seaborn as sns 

import numpy as np 

import pandas as pd 

 

# Load Iris dataset 

iris = load_iris() 

 

# Load the feature data and the label-encoded target variable. 

df = pd.DataFrame(data= np.c_[iris['data'], iris['target']], 

                 columns= iris['feature_names'] + ['target']) 

 

# Concatenate the Iris species names. 

df['species'] = pd.Categorical.from_codes(iris.target, iris.target_names) 

print(df.head(10)) 

 

# Make boxplot 

plt.figure(figsize=(7.5, 5)) 

plt.boxplot(x=features.T, labels=iris.feature_names) 

 

# Plot Attributes 

plt.xlabel("Features") 

plt.ylabel("Measurements (cm)") 

plt.title("Iris data distribution") 

 

The orange line represents the median value. The entire box shows the spread of values acceptable within the upper quartile and the lower quartile - basically 50% of the

data. The whiskers represent the top and bottom 25% of the data, excluding outliers that are the dots on the top and bottom of the whiskers. Whiskers can be defined as

the vertical lines reaching max and min from the box

Some data points in sepal width are classified as outliers outside of the quartiles. This shows that the sepal width contains some noisy data. Interestingly, petal length

has a highly varied distribution of values compared to other features. This indicates that it may not be a useful feature to separate Iris classes. 

 

Data visualization is a graphical representation of data and exploratory data analysis is used by the data scientists to analyze and learn the relation between the data

with help of data visualization.  

We use different methods to visualize data graphically that include scatter plots, bar charts, Histograms, Heat maps, and box plots. All the methods represent the data

variables and some of their relations, risk, frequency, or statistics in between the data variables.
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What is Data Visualization?

What is Exploratory Data Analysis?

Why Exploratory Data Analysis (EDA)?

Finding the errors in the data1

Helps to find the hidden patterns in the dataset2

Detect the outliners in the dataset3

Detect anomalous events inside the data4

Generating hypotheses to test5

Commonly-Used Plots

Scatterplots1

Bar chart2

Histograms3

Heat maps4

Box plots5

Scatterplots

Visualize iris dataset as scatter plot: iris_scatter.py

Barplots

Barplot of Iris data distribution: iris_barplot.py

Histograms

histogram_iris.py

Heatmaps

iris_heatmap.py

Boxplots

Iris boxplots : iris_boxplots.py
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Data processing

Data can come in all sorts of forms, such as numerical data from finance sheets, to images and audio clips. In all of these cases, the data needs to be processed to

capture important information within the data. Data processing is a method for converting this raw data into something meaningful to get more information from the

data.

Data processing tasks can be fully automated using machine learning algorithms and statistical data. Data processing task is a structured process that is completed as

follows

This is the first step in data processing whose major task is to collect data from all the available and trusty resources. The main criteria in collecting data is the quality,

Quality of the collected data must be good and accurate. This is a huge effort and time needed task in data processing. There may be some errors in the collected data

that includes

There are several techniques available to clear the problem that includes

In this step, we need to make the data accurate and we have to address some issues in the collected data. Finally, we need to make the data into some specified format

so that the algorithm will use that data which includes,

Data we will collect from different sources may have different formats and file formats, we need to convert these data into a small number of formats so that the

machine learning algorithm can work more accurately with the data.

Real data is messy. Missing information is a part of real datasets. While there are no perfect solutions to address this problem, there are ways to use data with missing

values without removing the entire observation. 

● Ignore it

While this solution isn’t perfect, if you happen to know that individual observations are randomly being dropped, we can choose algorithms that handle missing

values. 

One example is random forests. It automatically detects missing values in most implementations and works with them to get a pretty decent model.

● Delete it

Deleting data, either by rows (samples) or columns (by features), is another way to handle missing data. This is especially useful if you suspect that:

A.    Specific data points were unreliably acquired (row-wise deletion) or  

B.    If most of the features were not measured (column-wise deletion). 

Precautions must be taken to ensure we are not biasing the dataset and that we have enough data. Both of these issues will impact model performance.  

● Impute it

Finally, we can impute data based on some systematic approach. This is ideal when we have small datasets where we can’t delete data, and we can’t simply ignore

the missing values.

Common approaches to data imputation include filling missing values using the mean, median, or mode of the data. K-nearest neighbors or linear regression can

also be used to impute missing values. In both cases, we make assumptions about the data that may not hold true and run the risk of biasing our data.

In some cases, we can’t able to take the whole dataset because of the errors in such a situation, we can take sample data from the huge collection of data and these

sample data can be used to train the machine learning models.

Steps involved in Sampling

Types of Sampling Methods

Now you already selected the machine learning algorithm for working with the dataset you have uploaded to the library. Now we have to look at the process of

transformation of processed data. Many transformation methods include.

Scaling data is a method to standardize the range of values in our dataset without changing the underlying data distribution. 

One widely applied scaling method is min-max scaling, where we transform the values in the range of 0 to 1.

Normalizing data changes the underlying data distribution so that it follows a Normal distribution. 

One common way is to compute the Z-score. This method centers the data using the mean and sets the standard deviation to 1.

In this process, we use the decomposition algorithm to transform the heterogeneous data into triple model data. Here the data is grouped into structured, semi-

structured, and unstructured data. And we will choose one for our machine learning algorithm.

Label encoding is the process of converting labels into a numerical format that a classification algorithm can use. Labels can be categorical data or any kind of text-based

data.

Traditional label encoding assigns a unique value to each class. While this is a simple method, the model can inappropriately weigh the resulting numeric values. 

A solution is to one-hot encode the data. We construct a new column for each category, and we assign the value to be 1 if it is a specific class or 0 if it’s not. This removes

the possibility of different weights being factored into the algorithm. 

Here we will get the output as some graphical representations like graph, video or image or something, which are meaningful and worthy which involves the steps 

In this step, we are decoding the data to some understandable format like a graph, video, or image that can be accessed by the user any time, which is encoded earlier

for use in the machine-learning algorithm.

This is the last step of data processing where we store the data or output in some devices for future use.

Data processing is converting the raw data into some meaningful format. That includes different steps, which are data collection where we collect data from various

sources. Then we preprocess the data to remove the missing data and clear the errors in data. Then we transform the data for use in the algorithm. The fourth step

includes decoding and receive the output and the final step is to save that output. 
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What is data processing?

Data Collection1

Data Preprocessing2

Data Transformation3

Data Output4

Data Storage 

 

5

1.    DATA COLLECTION

Missing data1

Inaccurate data2

Data imbalance3

Biased data4

Take only clean and accurate free datasets1

Create your own private data2

Crowdsource the data3

2.    DATA PREPROCESSING / DATA CLEANING

1.Format Data

2. Missing data

3. Data Sampling

Identify and define Target data1

Select sampling frame2

Choose sampling methods3

Determine Sample Size4

Collect the required data5

Probability sampling  :In probability sampling, each component of the data has an equivalent possibility of being chosen. Probability sampling allows us

the best opportunity to make an example that is a genuine representation of the data

1

Non-Probability Sampling: In non-probability sampling, all components don't have an equivalent possibility of being chosen.2

3.    DATA TRANSFORMATION

1.Scaling data

2.Normalizing data

3.Decomposition 

4.Label encoding

4. DATA OUTPUT & INTERPRETATION

1.Decoding 

5. DATA STORAGE
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2021 Trends in Machine Learning

Machine learning is one of the most innovative technology in our modern world. In our present time, the amount of data is really huge and it is very difficult to sort,

classify or find some relation inside the data, machine learning can do that task easily.

World’s top most companies like Google and Netflix and almost all eCommerce companies using machine learning to maintain their data. Market research predicts that

machine learning is an upward spike graph in the coming years. Artificial intelligence also uses machine learning and data science for taking self-decisions.

Data science and machine learning technologies are driving innovation and decision-making in several industries. We’ll discuss some exciting applications and trends in

the application that using machine learning and artificial intelligence in several industries. 

 

Cybersecurity refers to methods that deal with threats taking place over hardware, software, and data transmitted through the internet. Cybersecurity affects every

aspect of today’s modern economy. Data leaks and hacking big companies for user data cause irreversible damages. This is expected to increase throughout 2021.

Machine learning can detect patterns and infer new behaviors based on past experiences. However, in this case, fraud and anomaly detection algorithms are designed to

detect irregular behaviors for individuals to flag them as potential breaches and threats. 

Further developments that can automatically detect and alert users of dangerous activity will be helpful as products that link to the internet are being incorporated into

everyday things.

We are in the progress of automating the machine language, which will be a tremendous achievement for beginners and not experienced engineers to use the machine

language easily. This development will also help the data scientist to make the machine learning models more accurately and efficiently with less effort.

Using the tools like auto-machine learning we can make more accurate and efficient machine learning models without much experience in machine learning algorithms.

With the automated machine language we can make much more changes without knowing about the complexity of machine learning. 

 

Artificial intelligence will continue to advance healthcare and biotechnology applications. Machine learning algorithms analyze more biomedical datasets than is possible

to do manually. Several models have been developed that operate at or better than humans for diagnosing patients. 

Additionally, with more data obtained from human samples, biomarkers that can serve as indicators of various diseases will help advance precision medicine. These

algorithms will enable physicians to better stratify patients into groups for specific treatments that are more efficacious.

The internet of things refers to the various sensors and software incorporated into everyday objects and that exchange data between devices and servers over the

internet. 

Innovations in the field of natural language processing, where we attempt to teach computers how to understand language, continue to improve with Amazon’s Alexa

and Apple’s Siri, and are getting better at understanding more languages and accents.

As consumers continue to adopt smart technologies, machine learning becomes more important for acquiring data from users and turning those into better quality

services, products, and of course, sales. 

Alexa will know when you need more toothpaste, even before you do. Your FitBit may be able to eventually anticipate emergency health situations before you show

symptoms. As more data is acquired and modeled, these devices will have a significant impact on society.

Financial technology, aka fintech, are the technologies and innovations that improve and automate the delivery of financial services.

Machine learning and data analytics are being used to personalize and target user experiences both in traditional stores that have pivoted online and e-commerce shops.

Customer data is used to improve customer experience, predict customer needs, and suggest personalized products. 

Companies use data analytics to improve operations, optimize revenue, and forecast demand to enhance profit. 

There are several dangers and misuses of machine learning and artificial intelligence that have garnered attention in 2021.

Automation is a double-edged sword. Algorithms are susceptible to biases and can make bad decisions such as measuring risks for financial products and hiring specific

individuals over others. This can harm individuals from particular minority groups.

Further, AI has been used to manipulate and deceive humans. Deepfakes are synthetically generated images/videos that harm people’s trust in the media and make it

difficult to discern what is true.

There is a lot of applicability and applications based on machine learning and data science as we saw the implementation of machine learning in the field of

biotechnology, e-commerce, business, even weather forecasting which help people to know about disasters.

But Every technology or a weapon has two sides one is good for the humanity and other will be so deep negative for ourselves similarly we saw the machine learning

technology can be used to fraud the peoples more perfectly. 
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Machine Learning Models

Machine learning is a process that helps the computer to learn from the data and that will help the machines to make decisions on their own that is machine learning is

helpful for the development of Artificial intelligence AI. 

Each machine learning algorithm solves different types of problems. We have to select the Machine learning model depends on the outcome we expect and the data we

are providing. In this machine-learning tutorial, we will cover all the machine learning models.

Supervised learning is a kind of ML in which we provide sample training data to the machine learning system for the train it. The ML will predict the output with respect to

the sample data we have provided. 

Let’s say we want to predict housing prices in the next month, given house prices from previous years. This is an example of supervised learning. We are trying to learn a

function or model that relates the input dataset with an outcome. 

Here system creates a model using the sample data for understanding and learns the data and dataset and from that provide an outcome. 

Supervised learning is done under supervision which is similar to the classroom where students doing their activities under a supervisor. Example for supervised learning

is Spam filer, house price prediction, face recognition, etc.

Supervised learning performs two kinds of tasks: 

Unsupervised learning It is the direct opposite of supervised learning which means machine learning is done without any supervision. Looks at a dataset and tries to find

the best underlying representation of the data. 

There are no labels or numerical values to predict. Instead, the algorithm learns the data distribution to reveal structures within the dataset. The analyst (you) must

interpret these structures and associate them with some meaning.

In unsupervised learning, we are providing the data without any relation and the algorithm work with the data to find some related patterns from the data without any

supervision. Here algorithm has to find out the relation from the huge amount of raw data. 

Unsupervised learning is further classified into two

Unsupervised learning performs the following tasks:

● Exploratory data analysis to visualize high dimensional data

● Clustering to group similar data points that may have some real associations

● Dimensionality reduction to extract important features

● Feature ranking to assign priorities in high dimensional datasets

In the above two algorithms, either we are providing all the labeled data and the model is using the labeled data and predicts the output or there is no labeled data at all

and the model has to find the relation and pattern from the data.

Semi supervised learning stands in between two that means we have some labeled data but can't able to provide the labeled data for all the dataset because of the large

cost.

In real-world applications, we have a large amount of input data but very few labeled data. Semi-supervised learning attempts to use the best of unsupervised and

supervised learning.

In semi-supervised learning, unsupervised learning groups unlabeled data into clusters. The user can label those clusters and feed the data into a supervised learning

algorithm.

Reinforcement learning is the process of teaching an algorithm to come up with decisions. It is a feedback-based system. The user provides rewards and punishments

for right and wrong decisions in the given task. The reinforcement-learning algorithm tries to get more rewards to achieve more accuracy and learn by interacting with the

environment. 

Reinforcement learning is another emerging technology that we associated with Artificial Intelligence.

The choice of the algorithm starts with the amount of data there is, and the data types within the dataset. If the goal is to perform a classification task and categorize

data within the dataset, that prevents us from using regression-based algorithms like linear regression and LASSO. 

Another general tip machine learning practitioners use to select algorithms is by evaluating how many data points there are versus the number of variables we are

considering. If there are a small number of data points and a higher number of variables, linear-based models tend to work better. However, if there are many data points

and a smaller number of variables, non-linear models are more appropriate.

In general, real-world data tends to have several data types in a single dataset (e.g., numerical, categorical, etc.) and are usually big high-dimensional time-course

datasets.

In general, our goal is to use the most appropriate algorithm that can provide the best model of the relationships between the input data and some outcome or how to

best group similar data points together. If we can do this with a straight line, linear algorithms tend to perform well. 

However, when the data does not have these linear relationships or cannot separate data by straight lines, we should use non-linear algorithms. In general, real-world

data tends to be more non-linear.

As discussed earlier, the more non-linear the algorithm becomes, the less interpretable it is. While non-linear algorithms tend to perform a lot better with non-linear data,

sometimes we need to select less accurate algorithms that are more interpretable. 

One area where this is evident is in the healthcare industry. Identifying sources of error is essential for a clinician to believe what the model is trying to predict because

clinicians can be held liable for malpractice. Thus, if the model is easy to interpret and can relieve a pain point (e.g., higher accuracy, less labor, etc.), it will be accepted

over a black-box model.

Training time is crucial when deploying machine learning algorithms at a production level. In general, the longer the training time, the more costs are associated with the

model. These costs come from computational resources allocated to model training and its lag to ship out the model out in the market. 

In general, the simpler the model, the faster it takes to train a model. However, more complex models tend to work better with real-world data because of their non-linear

nature. Thus, the user or the company must decide what model is the most appropriate and understand the tradeoffs between cost and performance.

There are 6 general families of machine learning methods we can group algorithms into:
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Supervised Learning1

Unsupervised learning2

Semi-supervised Learning3

Reinforcement Learning4

Supervised learning

Regression is used when there is a relation between the input and the output variables. For continuous data prediction, we can use regression for

example weather forecast, share trading forecast, etc.

1

Classification is used when we can classify the sample data into some categories like male and female. True or false etc. 

 

2

Unsupervised learning

Clustering1

Association 

 

2

Semi-supervised learning

Reinforcement learning

How to choose the appropriate algorithm for your problem?

Dataset size and type

Relationship between data and outcomes

Accuracy versus interpretability tradeoff

Training time and costs

Summary

Supervised learning for inference.1

Unsupervised learning for clustering and dimensionality reduction.2

Semi-supervised learning to help supervised algorithms with unstructured data.3

Reinforcement learning to teach algorithms how to make decisions. 

 

4
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Introduction to Supervised Learning

What will you think when you see the term supervised learning; the same logic is applied here too. In supervised learning, there will be a supervisor while the machine

learns.

Supervised learning means we have to provide a sample data called training data for train the machine. This train data contains the correct answer. After training the

machine, we provide the new data that we need to test. The machine will check the new data with the training data we provided earlier and predict the output.

For better understanding, consider an example that we have a basket of some vegetables, which we need to classify.

First, we are taking the sample vegetables from the basket. 

Suppose we take a carrot and we feed the characteristics of carrot to machine-like long, tapering towards front and orange in color. 

Next, we take a tomato then we feed it to the machine-like it's red in color and pulpy and round in shape.

Then we are providing the vegetables to the machine and the machine correctly identifies the carrot and tomato with the help of the details we feed to the machine.

The details we first feed to the machine are called Train data and the process is called Training the machine. Then we give input data is called Test data and the machine

gives prediction on basis of Supervised learning.

In supervised learning, we are providing the input and the output and machine aiming to find some mapping relation to map the input variable with the output.

In our world supervised learning is used in various fields like fraud detection, email filter, image classification, etc.

As we know supervised learning involves the training of models, using some sample data called training data. In this training, models will learn about the data in the

dataset and they can analyze and predict the output of the new data we will provide.

Suppose we have some objects having different shapes and colors.

First, we have to make sample data from the dataset called training data to train the model. In our case, we are extracting the objects of round, rectangle, and pentagon

into train data

Then we train the model for the data as

Now the model trained using the train data and then we provide the new data (new objects) to the model so that the model can easily classify them according to the

trained data(color and number of sides) and predict the output.

● Models are predicting the output with solid experience so more accurate.

● We have much more knowledge about the dataset and the objects

● Help to increase performance with the help of training models

● Help to solve complex problems in computation.

● It cannot be much reliable in solving complex tasks.

● Training the model using sample data needs a lot of time

● If we provide any data, which is not in the training data, it will give an error.

● We need much knowledge about the dataset and the classes in them.

● Classifying a huge amount of data is much hard.

Supervised machine learning algorithms can be further divided into two depends upon the task we have to complete with the algorithm. that are

Regression algorithm is used for weather forecast, stock predictions, etc because regression algorithm needs a relation between the input and output variables. In

regression, the output must be a real value and it predicts only a single output using the train data. 

For example, if you want to predict a stock value and the input will be many factors like company data, performance, etc. but the output will be some real single value of

stock amount. 

There are many algorithms that work under the regression. Some of them are,

As the name suggests, this algorithm is used to classify or categorize the given dataset into different classes. This means it is used when the output has some

categorical data in it. 

If the data is classified into only two types, For example, classify as men and woman, true or false, animal or bird-like that it is called binary classification.  

If it classified into more than two classes then it is multiclass. For example, we have to classify fruits into different classes. There are many algorithms that work under

classification and they are
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What is Supervised Machine Learning?

How the supervised learning works

If the object is round in shape with red color then we classify it as a red ball1

If the object is a rectangle (four sides) in shape and green color we classify it as a green block2

If the object is a pentagon(five sides) and white in color we classify it as a white pentagon3

Steps for Supervised learning

Accept the dataset that wants to analyze1

Collect the sample data called train data2

Split the training dataset into train dataset, validation set, and test set.3

Check the features of the train dataset so that it can predict the output for all the datasets. 4

Select the proper machine learning algorithm for the model depends upon the output data and input data.5

Apply the train data to the algorithm to train the model and check it using the validation set.6

Check the model using the test set before providing the new data to check the efficiency7

Advantages of supervised learning

Disadvantages of Supervised learning

Types of Supervised machine learning algorithms

Regression1

Classification2

Regression

Linear regression1

Logistic regression2

Regression trees3

Nonlinear regression4

Bayesian linear regression5

Polynomial regression6

Classification

Naïve Bayes classifiers1

Random Forest2

Decision trees3

Support vector machines4
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Regression analysis in Machine learning

Regression analysis is a simple method to show some relation between the single predicted value that we can call a target and the multiple predictor values.  

Here the target variable is dependent on the input predictor values, but the input values are independent. We can use regression analysis if the value of the target is a

continuous value like salary, age, or weight. In addition, we use it in

● Stock predictions

● Prediction of weather

● House price predictions

For better understanding let us simplify the regression analysis as it will show us how the value of a target is changing that is dependent on the input values with changes

in any one input value where the other input values are the same. 

Let us consider an example of an IT company data of continuous five years about the number of employees and the total turnover of the company. 

Number of employees Total turnover

100 $20000

200 $60000

300 $100000

400 $140000

500 $190000

700 ?

The above table contains the data of the number of employees and the company turnover. As it is an IT company the employees are the resources and an increase in the

number of resources will increase company turnover.

Now the company is planning to increase the employees and they want to know the total turnover of that year. In such cases, we can depend on the regression analysis

for the best prediction. 

Here regression will analyze the input variables (in our case it is the number of employees) and make a relation in between the variables and it predicts the output which

will be continuous and real, based on these input variables.

We use the graph to show the regression using the input and output variables as data points. Regression will be a line or a simple curve that is passing through the data

points in this input-output variable graph with a minimum distance with the data points. This distance between the regression line and data points can tell us the model

got the relation between the input and output variables.

As we understand the regression analysis we all have a question in our mind why we need regression analysis? In this modern world, we can see many real applications

that need an accurate continuous prediction depend on the input variables and can able to predict how the change in the input variable affects the output prediction. 

Let us take the stock market we can easily identify the stock trend, which helps to invest. Consider a company, which can use regression analysis for predicting future

market sales with the previous data and the changes. Like that weather forecast, economy forecast, and many applications are there that use the regression analysis.

There are various types of regressions we are using in machine learning, which have different characteristics and importance. We have to select one depends upon the

data and our needs, they are

Linear regression is the basic type of regression in machine learning. It uses the statistical method for the prediction. Linear regression contains an input variable that we

represent as the X-axis of the linear regression graph and the target variable that we represent as the Y-axis. Linear regression makes a line in the regression graph.

In linear regression, if there is more than one independent variable is present then we call it multiple linear regression.

Linear regression is expressed by the equation

● Y is the target variable

● b is the slope of the line

● a is the intercept

● e is the error

The applicability of linear regression is

Logistic regression is another type of regression analysis method that works on the concept of probability, which we used if we need to solve a classification problem. It

means the output variable of logistic regression will be binary value ‘0’ or ‘1’.

Logistic regression works with the problems that need to be classified such as true or false, yes or no, spam or not spam like that. 

In logistic regression, we use a sigmoid curve to represent the relation between the input (independent) and output (target) variables. We represent the logistics

regression as  

 

Where,

● f(x) is the output variable

● x is the input variable

● e is the base

Finally, we have to provide the input variables which produce a shaped curved graph.

We can divide the logistic regression into 3 types that are,

● Binary

● Multiclass like fruits category

● Ordinal like low medium-high 

 

Polynomial regression is very alike to multiple linear regression with some modification. In a polynomial graph, the relationship between the input and output variables

will be denoted by an nth degree, which means polynomial regression is represented by a nonlinear curve between the values X and the Y-axis.

Consider a dataset with some data points plotted in a graph in a nonlinear fashion, in such a case, the linear regression method will not work properly. There we need a

nonlinear curve to connect all the data points that is called the polynomial regression.

In polynomial regression, the real features are converted into polynomial features with some degree which we mentioned as nth degree and fitted with the polynomial

line. 

 

We represent the polynomial equation as

● Y is the output we expect

● The θ , θ , and all are the coefficients

● x is the input variable 

 

Decision tree regression is a tree structure, which can be, used for both classification and regression types. As we know decision tree structure has the internal nodes,

branches, and the leaf which all are used for the problems both category and number data.

Decision tree structure

As we all know it is like a tree structure that starts with the root dataset and split into the left and right child node that represents the subset of the parent dataset. Again

it split into their children making them parents. A decision tree is drawn below from a clear understanding. 

 

It is a more complex regression method, which combines more than one decision tree regressions. Random forest regression is a very powerful algorithm that can be

used for both classification and regression jobs.

Random forest regression predicts the output by combining decision trees and by the average of each tree result. Decision trees used in the random forest regression are

termed, base models. A random decision tree can be represented by the formula 

that is g(x)= f0(x)+ f1(x)+ f2(x)+....

Random forest regression is helpful to prevent the problem called overfitting in the model.

Ridge regression is one of the flexible and powerful regression analysis which is used when there is a high correlation between the input variables. If the co-linearity is

very high, we will add some bias into the ridge regression method. The amount we add in the bias is called a penalty in ridge regression. Ridge regression has less

susceptible to the overfitting problem. 

We can represent Ridge regression using the formula

Ridge will help to solve problems with a large number of parameters and have a high correlation between them. Ridge is also used to reduce the complexity of a model

that we call L2 regularization.

Like the Ridge regression, Lasso regression also used to reduce the complexity of the model by adding some penalty. The only difference is we add the actual amount to

a penalty in Lasso, as in ridge we use a square of the amount.

Lasso regression can shrink to an absolute zero value. Lasso regression is also called L1 regularization, which is represented by

Support vector regression can be used for both regression and classification algorithms. If we use it for regression, we call it as support vector regression. Support

vectors use the continuous input variables.

In support vector regression, we are trying to find a line that will reach almost all the data points and predict continuous variables called hyperplane with maximum

margin.

The aim of the support vector regression is to make a boundary line with the hyperplane that covers a maximum number of data points.

In this graph, the green line represents the hyperplane and the dotted lines represent the boundary lines with respect to the hyperplane. Red dots are data points. 
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What is the significance of Regression Analysis?

Benefits

It can predict much more accurate results with independent input variables.1

We can able to understand the input factor that is strong to make a change in prediction, like strong and weak factors.2

Find the trends in the market.3

Common Terms used in Regression Analysis

Target or Output: The target variable is the output or the predicted variable of regression analysis. It is dependent on the input variables.1

Input or predictor: As the name suggests, it is the input, we have to provide to the regression analysis for prediction. Predictor variables may be one or

many and they are independent variables.

2

Outliners: Outliners are the input data that is not accurate. Outliners as the name suggest it may be very error data that may produce error predictions.

We must avoid outliers in regression analysis.

3

Underfitting: As we know we use training data to train the algorithm. If the algorithm does not work properly with even the train data we call it

underfitting.

4

Overfitting: It is a condition where our algorithm is working properly with the train data but produces an error output with the test data. We call such a

situation overfitting.

5

Co linearity: We know our input or the predictor variables are independent. When in some cases there will be some relation between the input variables,

which we call, co-linearity.

6

Types of Regression

Linear Regression1

Logistic Regression2

Polynomial Regression3

Decision Tree Regression4

Random Forest Regression5

Ridge Regression6

Lasso Regression7

Support Vector Regression8

Linear Regression

Home price prediction1

Salary forecasting2

Traffic prediction3

Sales prediction, etc.4

Logistic Regression

Polynomial Regression

0 1

Decision Tree Regression

A node represents the test for the attribute1

The branch represents the result after the test2

Leaf represents the output or predicted value.3

Root represents the parent dataset4

Random Forest Regression

Ridge Regression

Lasso Regression

Support Vector Regression
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Introduction to cost functions

In machine learning, we are interested in finding a function that best maps the relationship between some data and an outcome. We are usually interested in how

accurate the model predictions are compared to the actual label or data value. To do that, we need to set a procedure to maximize the probability of a given class or

minimize the model error. This is known as an optimization problem.

For the remainder of this tutorial, we’ll discuss the most common usage of optimization, which is to minimize the model error or cost value. Functions that compute the

model error are known as cost functions.

A cost function tells the model how wrong the model is in mapping the relationship between the input data and the output. This is measured using a single value called

the cost value representing the average error between the predicted and actual values.

Now that we have a means of measuring the model error, we need to discuss how the cost function is minimized. The optimization procedure we’ll use is called gradient

descent, a highly efficient optimization algorithm used in several models such as neural networks. This algorithm attempts to find the minimum error associated with a

given model.

Mode training occurs over several iterations in a stepwise manner. Intuitively, gradient descent attempts to find the direction the model should tweak its coefficients to

reduce the errors during each step. This direction is known as a gradient. 

As we continue training the model through each iteration, the cost value gradually converges to a minimum. At this point, the cost value stabilizes. During each step, the

model coefficients are tuned by the gradient, such that it minimizes the cost function. 

Now that we’ve discussed why we need to compute the cost value, we’ll discuss some common cost functions.

The mean-squared error (MSE) is a relatively intuitive function that estimates the average squared of the errors. The square term forces values to be positive, where

values closer to 0 indicate less model error. This cost function is typically applied in regression-based tasks.

Cross-entropy is the cost function typically applied in classification tasks and has roots in logistic regression. Cross entropy is derived from information theory and

measures how different two probability distributions are for a random variable.

If we extrapolate this to be a binary classification problem, the average cross-entropy expression will look like the following:

The interpretation for the cross-entropy loss value is the following. If the value is 0, the predicted class probabilities are perfectly identical to the actual set. However, if

the value is higher, there is some distance between the probability distribution between the predicted labels and actual data.

The example above is a binary classification equation for the cross-entropy loss function. However, what if there are more than 2 classes?

Without getting into too many technical details at the moment, we can generalize the loss function above to consider a multi-class logistic regression problem. The

softmax function is an extension of multinomial logistic regression (which will be covered more later). Still, it uses the same cross-entropy loss function to evaluate the

probability an observation belongs to a given class. 
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What is optimization?

Evaluating machine learning models using a cost function

Minimizing the cost using gradient descent

Common cost functions

Mean-squared error

Cross-entropy

Application: Logistic Regression and the Softmax Activation Function
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Regression: Linear Regression

Linear regression is a method to model the relationships between features called independent variable or input variables and the response or the output, which are

dependent variables to a set of input features. 

Linear regression is one of the most common and popular machine-learning algorithms for regression analysis. Linear regression uses statistical methods and the output

will be real and continuous which is used for the prediction of sales, age, product price expectations, etc.

 The main assumption this method uses is that the parameters or coefficients that the model aims to learn are straight lines.  

 

A simple example is shown below:

Where p is the number of predictors in the dataset, β  is the intercept and β  represents the parameter we’re trying to estimate with a given feature xp.

ε is the residual: how far off the line is from the actual datapoint. This variable is important because it is a measure of how erroneous a model is. The squared-sum of the

residuals or RSS is a metric used to evaluate the fit of the model. 

Linear regression will help to visualize the relation between the input variable and the prediction output, which will be linear, means straight lines hence, we call it linear

regression.

In a graphical representation of linear regression, the independent input variable will be on the X-axis and dependent output will be on the Y-axis and the linear regression

will be a sloped straight line connecting maximum data points. 

 

In this graphical representation, we can understand how the linear regression is shown as a straight line with maximum data points connected.

Note that while the relationship between the model parameter β and the predictor x needs to be linear, non-linear functions can be applied to the data. The following

equation would be considered to be a linear regression problem, despite being more complex:

 

The following equation is a nonlinear function, as the parameter is not proportional to the predictor. 

In the regression analysis tutorial, we already told the linear regression can be divided into two again as 

If we have only one independent input variable for determining the output we call such machine learning algorithms as simple linear regression.

We can say this in a simple line as

● Y represents the Predicted output or dependent variable.

● β0 is a constant that represents the intercept (estimate of regression)

● and β1 is a constant that represents coefficient (estimate of regression slope).

● ε (Epsilon) is the error term.

In this graphical representation, we can understand how the simple linear regression is shown as a straight line with data points connected.

Multiple linear regression is the opposite of simple regression as if we have more than one input predictor variable for determining the dependent output variable we call

such machine learning algorithms as multiple linear regression. The input variables can be continuous or categorical.

The equation that describes how the predicted values  are related to independent variables in the Multiple Linear Regression equation 

The above graph shows Plotting Multiple linear regression lines on one graph

In a linear regression graph, we know there is a straight line that relates the relationship between the input variable and the predicted variable which is called the linear

regression line. In this graph linear regression line can show us two different relations which are,

Model performance can be described as how the line of regression relates with the data points, how much they touch, and how much distance from the regression line.

We have to find the best model from the different models we have in regression is called optimizing the model that can be done as

It is a simple statistical method to determine how the regression line fits with the data points in the graph. How the R squared method works is it calculates the

relationship strength of the input and the output variables on a 10 to 100--percentage scale.

The value of the R square method is used to determine the model's perfection. A high value for R means the model is good because it says there is less difference

between the predicted values and real values. This is also called as the coefficient of determination.

We can calculate the R square value using the formula 

The most common method for training a regression model is the least-squares method. This model aims to minimize the sum of the square errors from each data point

to the line that represents the relationship between x and y.

Mathematically, we can write this relationship as the following statement:

● This shorthand notation shows that β is a vector of 1 x the number of features in the dataset. 

● If the features occupy the columns, X  is a matrix with n observations by m features. 

● We need to transpose the dataset (flip the rows and columns) to make the mathematics work. 

● The intercept β  can be a scalar or vector.

The least-squares regression is a relatively simple model. We’re trying to find the line that best fits the data while minimizing the error of our model. 

So why would we want to use least squares with real data?

● In order to use linear regression, we must assume several things to ensure that we are getting the best results we can. This includes assuming that:

● The relationship between x and y is linear.

● The data is free of outliers and noise.

● The data has been filtered so that highly correlated features are removed. These kinds of features are collinear and will cause the linear model to overfit the

data.

● The data structure is Normal data distribution.

The Boston Housing Dataset is a classic dataset that contains several features associated with the Boston housing market, including crime rate and median value of

homes in 1978.

The goal of this dataset is to predict the median price of a home. 

We’ll set the features and the target dataset to be a Pandas data frame datatype to be easier for analysis downstream.

 

# Import general-use data science libraries 

import pandas as pd 

import numpy as np 

 

# Import features 

df = pd.DataFrame(data=data.data,  

                  columns=data.feature_names) 

print(df) 

 

# Import target (median housing prices) 

target = pd.DataFrame(data=data.target,  

                      columns=["MEDV"]) 

print(target) 

 

 

 CRIM    ZN  INDUS  CHAS    NOX  ...  RAD    TAX  PTRATIO       B  LSTAT 

0    0.00632  18.0   2.31   0.0  0.538  ...  1.0  296.0     15.3  396.90   4.98 

1    0.02731   0.0   7.07   0.0  0.469  ...  2.0  242.0     17.8  396.90   9.14 

2    0.02729   0.0   7.07   0.0  0.469  ...  2.0  242.0     17.8  392.83   4.03 

3    0.03237   0.0   2.18   0.0  0.458  ...  3.0  222.0     18.7  394.63   2.94 

4    0.06905   0.0   2.18   0.0  0.458  ...  3.0  222.0     18.7  396.90   5.33 

..       ...   ...    ...   ...    ...  ...  ...    ...      ...     ...    ... 

501  0.06263   0.0  11.93   0.0  0.573  ...  1.0  273.0     21.0  391.99   9.67 

502  0.04527   0.0  11.93   0.0  0.573  ...  1.0  273.0     21.0  396.90   9.08 

503  0.06076   0.0  11.93   0.0  0.573  ...  1.0  273.0     21.0  396.90   5.64 

504  0.10959   0.0  11.93   0.0  0.573  ...  1.0  273.0     21.0  393.45   6.48 

505  0.04741   0.0  11.93   0.0  0.573  ...  1.0  273.0     21.0  396.90   7.88 

 

[506 rows x 13 columns] 

     MEDV 

0    24.0 

1    21.6 

2    34.7 

3    33.4 

4    36.2 

..    ... 

501  22.4 

502  20.6 

503  23.9 

504  22.0 

505  11.9 

 

 

from matplotlib.pyplot import figure 

fig, ax = plt.subplots() 

for i in Xtrain: 

  plt.scatter(Xtrain[i], Ytrain, label=str(i)) 

ax.legend(bbox_to_anchor=(1., 1.)) 

plt.xlabel("Feature value") 

plt.ylabel("Median housing prices (USD)") 

plt.title("Relationship between Xtrain (features) and Ytrain (target)") 

fig.set_dpi(200) 

 

savepath="/content/img/" 

fig.set_size_inches(10, 6) 

fig.savefig(savepath+"scatter.png", bbox_inches='tight') 

 

 

Dataset sizes after train_test_split() 

Xtrain size:  (101, 13) 

Xtest size:  (405, 13) 

Ytrain size:  (101, 1) 

Ytest size:  (405, 1) 

 

from matplotlib.pyplot import figure 

fig, ax = plt.subplots() 

for i in Xtrain: 

  plt.scatter(Xtrain[i], Ytrain, label=str(i)) 

ax.legend(bbox_to_anchor=(1., 1.)) 

plt.xlabel("Feature value") 

plt.ylabel("Median housing prices (USD)") 

plt.title("Relationship between Xtrain (features) and Ytrain (target)") 

fig.set_dpi(200) 

 

savepath="/img/" 

fig.set_size_inches(10, 6) 

fig.savefig(savepath+"scatter.png", bbox_inches='tight') 

 

 

# Fit the model 

from sklearn.linear_model import linear_model as lm 

model = lm().fit(Xtrain, Ytrain) 

print(model) 

 

 

LinearRegression(copy_X=True, fit_intercept=True, n_jobs=None, normalize=False) 

 

print("Important model objects") 

print("Regression coefficients: ", str(model.coef_)) 

print("Y-intercept: ", str(model.intercept_)) 

 

 

Important model objects 

Regression coefficients:  [[-1.10998550e-01  5.59525865e-02  1.52041041e-01  1.62336940e+00 

  -2.52970054e+01  3.14436742e+00  3.94375733e-02 -1.31328247e+00 

   3.01518760e-01 -1.20457172e-02 -1.23308582e+00  6.49058329e-03 

  -6.06938545e-01]] 

Y-intercept:  [47.50246908] 

There are several methods that are associated with the model object. If we wanted to make a prediction with the test set, we can use the predict() method.

 

Ypred = model.predict(Xtest) 

print(Ypred) 

 

 

[21.04711236] 

 [16.0519687 ]  

 [22.08124826] 

 [24.9550908 ] 

 [22.58486361] 

 [18.30309637] 

 [36.34589925] 

 [20.84835474] 

 [34.53960168] 

 [25.75900913] 

 [18.57619619] 

 [ 3.15134125] 

 [24.60956537] 

 [18.28628001] 

 [15.22482753] 

 [29.71273752] 

 [31.22651416] 

 [22.66172954] 

 [20.61047944] 

 [22.90176779] 

 [26.96548001] 

 [19.92578633] 

 [31.0290531 ] 

 [19.55288498] 

 [19.0799543 ] 

 [23.47680399] 

 [18.14110649] 

 [14.52089098] 

 [27.04951364] 

 [25.58432198] 

 [22.15694304] 

 [21.72038631] 

 [20.88291021] 

 [18.1170226 ] 

 [19.05318278] 

 [30.97678281] 

 [30.5478923 ] 

 [16.62990827] 

 [18.75101055] 

 [33.66266989] 

 [17.01643957] 

 [14.17095253] 

 [32.62854346] 

 [24.94957009] 

 [13.37233271] 

 [24.45143619] 

 [20.09491092] 

 [38.58474904] 

 [44.15771256] 

 [21.54061052] 

 [21.61272714] 

 [ 3.85894539] 

 [19.81522043] 

 [42.8604927 ] 

 [26.02782308] 

 [35.09436136] 

 [23.79821583] 

 [18.26944428] 

 [32.92705099] 

 [14.8280985 ] 

 [20.77294734] 

 [12.31289156] 

 [34.24357418] 

 [22.66837597] 

 [13.22221194] 

 [21.63774045] 

 [17.37198566] 

 [17.85270836] 

 [30.28365937] 

 [32.18075657] 

 [20.45336081] 

 [29.75959666] 

 [ 7.18982288] 

 [18.89723132] 

 [30.10475681] 

 [20.57839242] 

 [33.3974039 ] 

 [24.24358861] 

 [14.26738546] 

 [24.20106907] 

 [32.91401148] 

 [17.80684621] 

 [26.29527134] 

 [22.10605813] 

 [24.43018928] 

 [32.65649583] 

 [26.2304317 ] 

 [23.11068013] 

 [21.37121057] 

 [21.59383797] 

 [11.26008499] 

 [16.94212371] 

 [22.85497267] 

 [29.61466174] 

 [23.09151181] 

 [12.26582213] 

 [24.38136745] 

 [13.14379108] 

 [ 7.98377975] 

 [31.77241579] 

 [12.00109812] 

 [13.18440467] 

 [31.33628903] 

 [19.70216857] 

 [28.20054128] 

 [ 0.60101149] 

 [31.12712135] 

 [24.19502058] 

 [29.53687253] 

 [ 9.68649156] 

 [10.11971136] 

 [ 7.12036418] 

 [20.70524276] 

 [14.50594171] 

 [23.88299493] 

 [22.20130119] 

 [ 6.58848017] 

 [18.23088525] 

 [30.87930596] 

 [14.74069658] 

 [22.10694463] 

 [32.68525461] 

 [29.82819265] 

 [30.72089238] 

 [19.16986842] 

 [29.39425529] 

 [17.80744526] 

 [21.82646237] 

 [24.31193619] 

 [30.23574889] 

 [20.25455558] 

 [15.88697828] 

 [23.44452457] 

 [21.86141303] 

 [14.83881915] 

 [32.36894068] 

 [23.76741903] 

 [21.66801612] 

 [13.53616923] 

 [16.77326467] 

 [16.68268242] 

 [33.67449135] 

 [30.06984231] 

 [25.98382116] 

 [15.58993356] 

 [17.51342189] 

 [ 5.72952529] 

 [12.49735596] 

 [27.35548835] 

 [35.55403582] 

 [26.03031409] 

 [30.2652679 ] 

 [20.79109449] 

 [13.36025789] 

 [25.72460123] 

 [ 8.9366379 ] 

 [15.54265181] 

 [25.21990601] 

 [18.55971622] 

 [32.15802211] 

 [36.40020073] 

 [22.56136319] 

 [22.7234512 ] 

 [34.37231992] 

 [-3.94468944] 

 [14.23851594] 

 [20.31829917] 

 [32.69907633] 

 [21.14937346] 

 [27.1818681 ] 

 [20.77005275] 

 [26.33401396] 

 [18.66135437] 

 [29.2236251 ] 

 [32.13618142] 

 [13.65673552] 

 [ 9.83952335] 

 [37.20348635] 

 [20.45829063] 

 [18.82696886] 

 [22.46200016] 

 [20.70769228] 

 [24.98878401] 

 [24.94873464] 

 [22.63186389] 

 [27.95664184] 

 [34.95321661] 

 [29.57340438] 

 [ 6.2979752 ] 

 [18.58409807] 

 [22.12319937] 

 [21.82862584] 

 [12.68613277] 

 [11.81831775] 

 [23.86158832] 

 [24.73085406] 

 [30.67013986] 

 [24.06240533] 

 [34.82481321] 

 [18.24315249] 

 [15.27193751] 

 [11.26864556] 

 [31.03156474] 

 [27.71373401] 

 [41.03106415] 

 [28.29517411] 

 [19.41491991] 

 [36.25536337] 

 [21.12170882] 

 [32.81354451] 

 [24.64850689] 

 [31.94774974] 

 [19.8091977 ] 

 [17.03760649] 

 [28.82566707]] 

Then we can compute the MSE.

 

mse = np.square(np.mean(Ytest-Ypred)) 

print(mse) 

 

 

MEDV    0.139942 

dtype: float64 

If we wanted to get a measure of how well the line fits to the test dataset (a.k.a the coefficient of determination), we can use the score() method.

 

R2 = model.score(Xtest, Ytest) 

print(R2) 

 

 

0.7219648298245812 

The coefficient of determination assumes a value between 0 and 1, where 1 is a perfect line fit. We have a pretty good score!
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What is Linear Regression?

0 p

What makes a model linear?

What makes a model non-linear?

What are the types of linear regression?

Simple linear regression1

Multiple linear regression2

Simple Linear Regression

Multiple linear regression

What is a linear regression line?

In the linear regression graph if both the input independent variable and the predicted output variable is increasing along the x and the Y axis respectively

is called positive relation.

1 Positive Linear relation

In the linear regression graph, if the input variable is increasing along the x axis and the predicted output variable that is depended on independent input

variable is decreasing along the Y axis and the regression line will meet the y axis at some point. Is called Negative linear relation.

2 Negative Linear relation

Model Performance

R –Squared Method

Least-Squares Regression

Important notes about the mathematical notation:

T

0

Why Perform Least-Squares Regression?

It’s simple and fast to implement, which is advantageous if we need a fast model1

It’s interpretable and easy to diagnose for errors: the relationship between the inputs and outputs is clearly defined. 

● If there are issues in the data such as outliers, least-squares would be able to help us troubleshoot some of those obvious abnormalities. 

2

It’s the worst-case scenario: we know that more complex models would outperform least-squares, especially if the data contained nonlinear

relationships. 

● However, the predictions from least-squares can act as a worst-case scenario for our modeling approach. 

 

3

Assumptions with Least-Squares Regression

Implementing linear regression in Python: The Boston House Price Dataset

Description of the Data

The problem we are solving

Split the data into training and test sets

Visualize the data

Training A Linear Regression

Examine model components 

Evaluate model

Share This
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 Home / Machine Learning / Feature Selection

Feature Selection

From the previous tutorial, we went over a pretty powerful method to model variables using linear regression. However, linear regression models are highly susceptible to

noise. This tutorial will cover strategies to de-noise the dataset and improve the performance of linear models.

When we're given a new dataset, we may find that there are highly correlated features with each other during exploratory data analysis. Additionally, we may also find

that uninformative features may not separate two classes from each other or identify features with low variance. If the unimportant features are there it will negatively

affect the accuracy of our system, increase the complexity of the model. 

If we can, we should get rid of these features. This process of removing redundant or uninformative features from the data set for making a good system is known as

feature selection. Feature selection is advantageous because:

There are several strategies to perform feature selection, they are

Filter methods can be used to select the features without thinking of the machine learning algorithm. Filtering is done in the preprocessing step of machine learning

implementation. The filtering method is an effective and cheap process to remove duplicates, correlated and redundant data. The filtering method is not much effective

in dealing with the multi-collinearity data because in the filtering method selection is done individually on each data and it will be tough if the input data is related to each

other.

Filtering uses these techniques

Information gain can be defined as how much information can a feature provide for the target prediction and to reduce the error in the prediction. The information gain of

each input attribute depends on the target values.

This test is used in categorical values, it is used to find the relation between the values by comparing the observed values with expected values.

In this method, we are giving a score to each attribute using fisher criteria. Then it selects the attributes, which have the larger fisher value, which must be the best-

selected feature. Finally, we get a good set of features.

In this method, we are removing the input features in which its variance does not meet some threshold value. In this method, what we assume is the high variance value

indicates the input features contain information that is more productive.

In this method, we are using the mean value and then we find the difference from the mean value. The process is similar to the variance threshold method, but using the

mean and its difference.

This method is used when the two input variables are dependent. In that case, we observe how much information of one variable we can collect by using the other

variable. It measures how much a feature is giving to predict the output.

In this method, we are measuring the quality of an attribute that is selected randomly from a dataset. 

We'll describe wrapper methods - methods that try to train models on subsets of data. Based on the model's performance, we decide to add or remove features, then we

see if the new model outperforms the old model. 

The main advantages of wrapper methods are they can able to provide the best set of features for the algorithm for training. It can provide more accuracy and efficiency

but at expense of more computational power.

Forward selection is where we start by having no feature being modeled. Then, we iteratively add a feature into the model and see whether or not the feature improves

model performance. Performance can be measured by several metrics, including the mean-squared error or coefficient of determination.

Backward elimination is where we start by modeling all the features in the dataset. Then, we iteratively remove features that have no impact on the model or features

that, when removed, improve model performance.

Forward selection is where we start by having no feature being modeled. Then, we iteratively add a feature into the model and see whether or not the feature improves

model performance. Performance can be measured by several metrics, including the mean-squared error or coefficient of determination.

Stepwise regression combines the best of both forward selection and backward elimination. By combining both methods, we eliminate uninformative features while re-

introducing features that may have been thrown out prematurely. 

The scikit-learn library has several methods to perform feature selection primarily through elimination methods. The documentation for feature selection can be found

here.

In embedded methods, we are using the feature selection algorithm as a part of the machine learning algorithm so in this method, we can overcome the disadvantages

of the filter methods and the wrapper methods. In this method, we can also able to merge the qualities of the filter method like fast and easy with the quality of wrapper

methods such as accuracy and efficiency.

Some of the embedded techniques are

In this method, we are using the penalties for the input variables to avoid the overfitting of the model. We already know we use this regularization in lasso as L1 and L2

regularization. Here we are adding a penalty for the coefficients to bring some to zero and eliminate them from the dataset.

here we check which factors have an impact on the predicted output that we call it to feature importance we use this method in the random forest method. We use the

feature importance for selecting the 

  Previous

What is Feature Selection?

It simplifies the dataset, making it easier to analyze the results1

It reduces computational time because we're uploading less data2

It reduces the chance of overfitting, where the model will only learn the correlated data and ignore everything else.3

Ways to Perform Feature Selection

Filter methods1

Wrapper methods2

Embedded Methods3

Filter Methods

Information Gain

Chi-Square test

Fishers Score

Variance threshold

Mean Absolute Difference

Mutual Dependence

Relief

Wrapper Methods

Forward Selection

Backward Elimination

Stepwise Regression

Embedded Methods

Regularization

Tree-based methods
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Outliers in Machine learning

There are some data points in real-world data that tend to look "different" than other data points. Outliers are data points that are mistakes - they are anomalies that are

not representative of the data. In simple words, we can define an outlier as an odd one out in the data points. It shows different characteristics than the crowd data.

An outlier will be formed due to some execution error, incorrect entry, error reporting in observations, sampling errors, etc and it deviates us from the rest of the data

points.

If possible, We have to remove the outlier data to reduce the error and improve the accuracy of the dataset but that is not an easy process. for that we have to analyze

the outlier data which is commonly called as outlier mining or outlier analysis. Data scientists check the impact of outliers in data processing before caring about it.

Not all strange data points are outliers. Datapoints can have high leverage if they are extreme but describe an underlying natural phenomenon.

As a data scientist, it is essential to distinguish between data points that are outliers and those with high leverage. We'll cover some simple heuristic strategies to identify

outliers.

Machine learning algorithms use training data from the dataset to train the model. If an outlier is present in the dataset or training data, it will lead to spoiling of the

training also it produces highly inaccurate predictions and less efficiency. Also in some cases like spamming or fraud detection, we need to analyze the error or outlier

data to understand them and prevent them.

We have many methods for detecting the outliers, which are broadly classified into two types, which are

In the case of dealing with outliers some data, scientists remove the outliers completely and process the dataset. In another case, they just control the outlier numbers.

Now we have to check one method and how it deals with the outliers. Consider the method K clustering that makes the datapoints as some clusters with a mean value.

Datapoints with close mean value are considered as it belongs to that cluster. 

In this method for finding the outliers, we are using two things. First, we have to put a threshold value in such a way that if a data point is greater than the threshold value

distance from the nearest cluster is considered as an outlier.

Second, we have to calculate a threshold distance between the test data and the cluster mean. Then if the distance between the test data and the closest cluster is more

than the threshold value, we consider the test data as an outlier.

Data points with large residuals tend to skew the regression coefficients away from the general data trend. Cook's distance is a metric that assesses the impact of

removing a data point, measuring the amount of influence a data point has.

The Yellowbrick library in Python has an implementation to compute Cook’s Distance. The documentation can be found here.

Outliers tend to alter the least-squares fit and have a higher impact than what we would expect, given the rest of the data. 

Robust regression attempts to downweigh the influence of these outliers. This causes the residual to be significant, and data points are potential outliers to be easily

identified.

The statsmodels library has a Robust Linear Model method. The documentation can be found here.

We have to check the impact of an outlier in the dataset that mainly considering two points.

Now we consider some tips to prevent the outliers

Next   

What are outliers in machine learning?

Types of Outliers

If the outlier data has so much different from the remaining data in the total dataset where this outlier is found is called the global outliers. For example,

consider the age of some employees in an office and you found one with an age of 1000 which will be considered as global or point outlier data.

1 Global Outliers:

In a context, a data point value that has a large difference from the normal data points of that context dataset is called contextual outliers which means

this data may not be an outlier when the context dataset changes.

2 Conditional Outliers:

As the name suggests we have got some data points that have deviation or anomalous but we have a lot of data points close to each other with the

same or similar anomaly can be termed as collective outliers. 

 

3 Collective Outliers:

What is the importance of analyzing the outliers?

How we detect outlier in a dataset

Algorithm Level: in this method we are altering the machine learning algorithm to work with the outliers. This is a high computational cost approach.1

Classifier independent: In this method, we deal with the outliers in the data preprocessing step so it is relatively an easy method to deal with outliers.2

K clustering method

Cook’s Distance

Robust Regression

Methods to prevent outliers

How big is the dataset, if the dataset is so large an outlier will not cause a huge impact on the machine learning algorithm.1

The second is how much deviation that the outlier is making with respect to the dataset. If the deviation is less it will not make a huge impact.2

Remove the records which are high in outliers1

Limit the outlier data2

If it comes in a mistake, assign the outlier a new value.3

Transform the outlier.4

Z score method5

IQR method 
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Regularization

We already discussed the overfitting problem of a machine-learning model which makes the model inaccurate predictions. It will affect the efficiency of the model. 

Regularization is the answer to the overfitting problem. We can say that regularization prevents the model overfitting problem by adding some more information into it. 

Before going forward we need to know what the overfitting problem is. It happens when a machine learning model performs well with the training dataset and it fails or

causes errors when we use the test dataset. We cannot able to use that model to predict the output of the real-valued input variables. To deal with that problem we can

use regularization.

In the regularization method we are using all the features in the model but what we reduce is the magnitude of the features so that it can be a more accurate and more

generalized model to give good results. In other words, regularization reduces to the usage of a more complex model so as to reduce the chance for overfitting. 

 

Regularization methods add additional constraints to do two things: 

In machine learning, regularization problems impose an additional penalty on the cost function. This penalty controls the model complexity - larger penalties equal

simpler models. This allows the model to not overfit the data and follows Occam's razor: the simple model is usually the most correct.

The general form of a regularization problem is shown below:

Where f(x) is a loss function (like the residual sum of squares), λ is the regularization term that controls the model complexity, and g(x) is another function that is a

function of the regression coefficients. 

Different g(x) functions are essentially different machine learning algorithms.

 

We already discussed the two main techniques used in regularization, which are

Ridge regression is one of the flexible and powerful regression analysis which is used when there is a high correlation between the input variables. If the co-linearity is

very high, we will add some bias into the ridge regression method. The amount we add in the bias is called a penalty in ridge regression. Ridge regression has less

susceptible to the overfitting problem. 

Ridge will help to solve problems with a large number of parameters and have a high correlation between them. Ridge is also used to reduce the complexity of a model

that we call L2 regularization.

Ridge Regression is one form of regularization that reduces the impact of correlated features in the dataset. It does that by penalizing larger coefficients, shrinking the

coefficients for non-informative specific features.  

 

The mathematical formulation for Ridge regression is shown below:

The left-hand term is the residual sum of squares - a measure of the model error against the actual value. The right-hand term is the penalty term. Note that the penalty

is a function of β^2, which acts as a constraint for the linear model. 

The take-home for Ridge regression is that the model prefers to take smaller β estimates that are close to 0, which reduces the penalty term.

The regularization term λ has a profound impact on model performance and should be selected with care. One method to do that is to simply see how different values for

λ model performance. 

We'll write up a method to do just that using cross-validation, an essential strategy for evaluating models beyond this tutorial's scope. 

We’ll use the Boston data described in the linear regression tutorial to predict the median house prices.

First, load the Boston dataset.

 

 

# Import the dataset 

from sklearn.datasets import load_boston 

 

data = load_boston()  

print(data) 

 

# Import general-use data science libraries 

import pandas as pd 

import numpy as np 

 

# Import features 

df = pd.DataFrame(data=data.data,  

                  columns=data.feature_names) 

print(df) 

 

# Import target (median housing prices) 

target = pd.DataFrame(data=data.target,  

                      columns=["MEDV"]) 

print(target) 

 

Then split into training and test sets.

 

from sklearn.model_selection import train_test_split 

Xtrain, Xtest, Ytrain, Ytest = train_test_split(df, target, test_size=0.8, random_state=1) 

 

print("Dataset sizes after train_test_split()") 

print("Xtrain size: ", str(np.shape(Xtrain))) 

print("Xtest size: ", str(np.shape(Xtest))) 

print("Ytrain size: ", str(np.shape(Ytrain))) 

print("Ytest size: ", str(np.shape(Ytest))) 

 

Fit the Ridge model with hyperparameter tuning

 

# Fit the model 

from sklearn.linear_model import RidgeCV 

import numpy as np 

lambdas = np.array([1.e-06, 1.e-05, 1.e-04, 1.e-03, 1.e-02, 1.e-01, 1.e+00, 1.e+01, 

      1.e+02, 1.e+03, 1.e+04, 1.e+05, 1.e+06]) 

ridge_mdl = RidgeCV(alphas=lambdas).fit(Xtrain, Ytrain) 

 

Like the Ridge regression, Lasso regression also used to reduce the complexity of the model by adding some penalty. The only difference is we add the actual amount to

a penalty in Lasso, as in ridge we use a square of the amount.

The Least Absolute Shrinkage and Selection Operation (LASSO) is another form of regularization. it allows regression coefficients to shrink all the way to 0. This makes

the model more sparse and computationally efficient.  . Lasso regression is also called L1 regularization

Additionally, LASSO performs feature selection: features with a coefficient of 0 are essentially ignored. 

 

The mathematical formulation for LASSO is shown below:

The only thing that has changed from the Ridge formulation is the absolute value in the penalty term.  

The graph above is a visual representation of LASSO (left) and Ridge (right) regression. The blue cloud represents the least-squares operation, and the center value is the

least-squares estimate for β. 

However, the penalty term forces us not to take that value and instead choose values in the turquoise boundaries. The square term in Ridge regression results in a circle

if we consider a two-dimensional problem (β +β ). In contrast, the absolute value term in LASSO creates a diamond constraint. 

Using the same least-squares model, the circle constraint in Ridge regression makes it likely to shrink the coefficient w  to be a small value approaching 0 (shown in red),

but not necessarily hitting 0. In contrast, LASSO is more likely to penalize the coefficient w  more harshly and set it to 0 if it is not informative.

As we did with the linear regression and Ridge regression models, we’ll train LASSO on the Boston dataset with hyperparameter tuning.

 

# Fit the model 

from sklearn.linear_model import LassoCV 

import numpy as np 

lambdas = np.array([1.e-06, 1.e-05, 1.e-04, 1.e-03, 1.e-02, 1.e-01, 1.e+00, 1.e+01, 

      1.e+02, 1.e+03, 1.e+04, 1.e+05, 1.e+06]) 

lasso_mdl = LassoCV(alphas=lambdas).fit(Xtrain, Ytrain) 

 

  Previous Next   

What is regularization?

What is the overfitting of a machine-learning model?

How does the regularization method help?

    Solve an ill-posed problem (a problem without a unique and stable solution)1

    Prevent model overfitting2

Regularization techniques

L2 regularization or Ridge regression1

L1 regularization or Lasso regression2

Dropout regularization3

Ridge Regression

Fumandentals and Interpretation

Note about tuning the regularization parameter λ

Model Training

Lasso Regression

Fumandentals and Interpretation

The intuition of Ridge and LASSO through a geometry perspective

1
2

2
2

2

2

Model Training
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Polynomial Regression

In the previous section, we reviewed several ways to extend the use of linear models to be less prone to overfitting. However, if the relationship between the data and the

output is truly nonlinear, we need to adopt more complex models.

In polynomial regression, we can make a relation between the independent variable and the predicted output with the help of an n  degree variable which helps to show

more complex relations than linear regression.

The equation for the polynomial regression is stated below

We can say the polynomial regression is a special case of linear regression because we are adding an n  degree polynomial to multiple linear regression to make

polynomial regression. In simple words, we can say the polynomial regression is a linear regression with some modification for accuracy increasing.

Polynomial regression uses a linear regression graph with some modification in include the complicated nonlinear functions. In this case, we are using a dataset that is

not linear.

Importance of polynomial regression

As we know the first point is we can't do a linear regression method for a nonlinear dataset. If we do so it will make a huge error and very low accuracy. For such non-

linear datasets, we use the polynomial regression which can make the graph through maximum data points.

For a nonlinear dataset, the data points will be in a nonlinear fashion, so we cannot connect the data points with a linear line. We can clearly understand that using the

graph.

So from the comparison graph, we can understand that if the dataset is nonlinear we must need a nonlinear graph or polynomial regression for good accuracy and better

result.

We can use the polynomial regression in the areas where the input dataset is not linear which means in some complex outcomes, for example

This tutorial will explore how we can capture more nonlinear trends with polynomial regression.

Recall from the linear regression tutorial that a model is considered to be linear if the regression coefficient β and the predictor x are proportional to one another, despite

having nonlinear transformations on the dataset itself.  

The following equation is a linear regression problem, despite being more complex:

The equation below is nonlinear, as it is not proportional to the predictor.

While we can make our models more complex like the equation above, we’ll stick to cases where we will make the features more complex with higher polynomial terms.

Thus, the model is still linear in that the relationships can be scaled by β, and the contributions of each feature are additive.

● The model becomes more accurate when considering a nonlinear function that can best capture the relationship between inputs and outputs.

● Knowing the form of the underlying function can describe a natural mechanistic process.

● Can be applied to a large range of functions.

● The model can have many parameters, depending on how complex you want the model to be.

● The more complex the model, the more prone the model is to overfitting.

● Sensitive to the outliers

● Outliers presence will make the output result inaccurate and error full. 

 

Let’s consider the Boston dataset, which contains data associated with Boston housing prices. There is a variable called LSTAT, which is the percentage of individuals

belonging to a lower status of the population. 

Let’s visualize the relationship between LSTAT and the target variable, MDEV or the median housing price in Boston.

 

import matplotlib.pyplot as plt 

plt.figure(dpi=200) 

plt.scatter(df["LSTAT"], target) 

plt.xlabel("LSTAT") 

plt.ylabel("MDEV") 

plt.title("Relationship between LSTAT and MDEV") 

 

The relationship between MDEV and LSTAT is not linear. If we try to fit a line through this dataset, we won’t get great results, as the nonlinear data will skew the line.

Let’s try to create a simple polynomial model through these two variables. Specifically, we can use the following relationship to construct the model:

 

from sklearn.preprocessing import PolynomialFeatures 

from sklearn.linear_model import LinearRegression as lm 

 

# Create the polynomial dataset with the squared term. 

pol_model = PolynomialFeatures(degree=2) 

lstat_pol = pol_model.fit_transform(pd.DataFrame(Xtrain["LSTAT"])) 

 

# Fit a linear model 

pol_model = lm().fit(lstat_pol, Ytrain) 

 

# Plot it. 

plt.figure(dpi=200) 

plt.scatter(Xtrain["LSTAT"], Ytrain, color='red') 

plt.scatter(pd.DataFrame(Xtrain["LSTAT"]),  

         pol_model.predict(lstat_pol),  

         color='blue') 

plt.title("Polynomial regression prediction") 

plt.xlabel('LSTAT') 

plt.ylabel('MDEV') 

 

Even though we chose a relatively simple polynomial, just by eyeballing the relationship between the training dataset (red) and the prediction (blue), we can already tell

that the model fits the data much better than a straight line.

If we choose to select a more complex model, we can potentially get an even better fit for the data. However, as we continue to add more polynomial terms, we run the

risk of overfitting. This is something we need to systematically evaluate, using a method like cross-validation or prior knowledge about the dataset distribution.

Unfortunately, polynomial regression can take a lot of time to train, depending on the computational complexity of the problem - in other words, the complexity of the

equation we try to fit will impact the computation time. Additionally, as the model becomes more complex, it becomes more prone to overfitting. Thus, polynomial

regression can be used to model simple non-linear relationships but may take some time to fine-tune and train in real-world situations. 
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Progress of a pandemic disease1
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Getting more nonlinear

Strengths or Advantages of Polynomial regression
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Implementing Polynomial regression in Python

When to not use polynomial regression
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Splines or Regression Splines

In the previous lecture, we have discussed about linear regression, which is a straight line to connect the dependent and non-dependent variables, but with that linear

line, it is not always possible to make a linear line. Then comes the polynomial regression to model nonlinear functions. However, we discussed that the more polynomial

terms we add, the more prone the model was to overfitting. 

To fit complex shapes that describe real data, we need a way to design complex functions without overfitting. For that, we have to make a new method that is a nonlinear

regression but with a combination of linear and nonlinear functions to fit the data points, which is termed regression splines.

To overcome the disadvantages of linear and polynomial regression we introduced the regression splines. As we know in linear regression the dataset is considered as

one, but in splines regression, we have to split the dataset into many parts which we call bin. And the points in which we divide the data are called knots and we use

different methods in different bins. These separate functions we use in the different bins are called piecewise step functions.

Splines are a way to fit a high-degree polynomial function by breaking it up into smaller piecewise polynomial functions. For each polynomial, we fit a separate model and

connect them all together.  

We already discussed that linear regression is a straight line hence we made polynomial regression but it can make the model overfitting issue. The need for a model that

can be used with the good properties of both linear and polynomial regression made the spline regression. While this sounds complicated, by breaking up each section

into smaller polynomials, we decrease the risk of overfitting. 

Because a spline breaks up a polynomial into smaller pieces, we need to determine where to break up the polynomial. The point where this division occurs is called a

knot. 

In the example above, each P_xrepresents a knot. The knots at the ends of the curves are known as boundary knots, while the knots within the curve are known as

internal knots.

While we can visually inspect where to place these knots, we need to devise systematic methods to select knots. 

Some strategies include:

● Placing knots in highly variable regions

● Specify the degrees of freedom and place knots uniformly throughout the data

● Cross-validation

The mathematics for splines can seem complicated without knowing some calculus and properties of piecewise functions. We’ll discuss the intuition beneath these

algorithms. 

If you’re interested in the specific mathematics underpinning splines, we can refer you to the Elements of Statistical Learning, 2nd Edition by Trevor Hastie, Rovert

Tibshirani, and Jerome Friedman. This intermediate to advanced textbook is an essential read for aspiring data scientists.

Cubic splines require that we connect these different polynomial functions smoothly. This means that the first and second derivatives of these functions must be

continuous. The plot below shows a cubic spline and how the first derivative is a continuous function.

Polynomial functions and other kinds of splines tend to have bad fits near the ends of the functions. This variability can have huge consequences, particularly in

forecasting. Natural splines resolve this issue by forcing the function to be linear after the boundary knots.

Finally, we can consider the regularized version of a spline: the smoothing spline. The cost function is penalized if the variability of the coefficient is high. Below is a plot

that shows a situation where smoothing splines are needed to get an adequate model fit.

To implement splines in Python, you can use the SciPy library. A useful example can be found here.

 

import matplotlib.pyplot as plt 

from scipy.interpolate import UnivariateSpline 

rng = np.random.default_rng() 

x = np.linspace(-3, 3, 50) 

y = np.exp(-x**2) + 0.1 * rng.standard_normal(50) 

plt.plot(x, y, 'ro', ms=5) 

 

 

spl = UnivariateSpline(x, y) 

xs = np.linspace(-3, 3, 1000) 

plt.plot(xs, spl(xs), 'g', lw=3) 

 

 

spl.set_smoothing_factor(0.5) 

plt.plot(xs, spl(xs), 'b', lw=3) 

plt.show() 

 

Output:

We have covered many non-linear regression models that are commonly used. In each case, we found the functions tended to be variants of linear models, but we

stacked different layers of complexity. Generalized additive models (GAMs) can be considered to be a generalization of the methods covered so far. 

For each regression method described so far, we added the contribution of each feature x to predict some outcome y . 

In all of the cases described so far, we forced the relationship between β  and x  to be linear. The same went for polynomial regression - we just changed the superscript

of x  to be whatever best mapped to y.

With GAMs, we assert that we can add whatever function we want to the model and predict y by adding these functions up.

Where the function f_p can be any linear/nonlinear function that links y to x_p. Because the function links x and y, it is known as a link function.

GAMs are incredibly powerful and are easy to interpret due to the addictive nature of the model and the flexibility built into the framework. Additionally, the method is

regularized to avoid overfitting, adding to the appeal of GAMs for complex regression tasks and forecasting.

GAMs can be implemented using the statsmodels library.  
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Classification in Machine learning

We already discussed supervised learning that is divided into regression and classification. We learned about regression and the methods of regression in previous

tutorials. Now we are going to discuss classification algorithms.

Classification algorithms work on the principle of supervised learning as it needs a training dataset for training the model. In the classification algorithm, we are

classifying the data into different categories based on a training dataset. 

For example, we want to classify the emails as spam or not spam or in simple words, we have to classify according to the sex as male and female, Alternatively Yes or

No, etc.  

When compared to regression the output of the classification algorithm is different which will be a category that uses the supervised method of train dataset to predict an

output. The classification algorithm can be represented using the formula,

y=f(x), where y = categorical output  

Using a simple picture we can learn more about the classification whose main objective is to classify the data into different categories. In the below picture there are two

classes that have different properties and features. So our objective is to separate the data that have similar properties into one and other similar properties into another

class.

Classifications can be divided into two types and before that, we have to understand the term classifier. A classifier is nothing but the algorithm that is used in the dataset

to classify the data.

Classification algorithms are broadly divided into two types

The linear model can be divided into

● Logistic regression

● Support Vector Machines

Nonlinear models can be are of different types which are

● K-nearest Neighbours

● Kernel SVM

● Naïve Bayes

● Decision Tree Classification

● Random Forest classification

As the name suggests in lazy learners the train dataset will be stored and that will wait until the real data enter and do the classification and training the model. Here

classification is based on the related data stored in the training dataset. In lazy learners it will take more time for predictions but less time for training. Examples are the K-

NN algorithm and case-based reasoning.

Eager learners make the model as soon as they got the training dataset. It does not wait for the test dataset as we saw in the lazy learners. It will make the model before

the test data arrives. For example Decision trees, Naïve Bayes, ANN, etc.

● Biometric identification

● Drugs classification

● Color and shape classification

● Speech recognition

● Spam detection

● Fraud identification

In supervised learning, both the classification and regression models need to get evaluated once it is completed. In the classification model, we have three types of

evaluation which are

It is the most common method used in the supervised learning method for measuring the accuracy of a classifier. We will divide the dataset in to train the dataset and the

test dataset. 

After that, we provide the model with the training dataset which has the dataset and their corresponding category. Then the model will get learned with the training

dataset. Then we provide the test data set to the model which has the dataset but not a corresponding category. The model has to predict the category of the test

dataset accurately.

Confusion matrix or the error matrix will get the output in the form of a matrix that will describe our model performance.  The matrix rows and columns contain the result

in short format, which contains how many correct and incorrect predictions. Check the matrix below to get an idea.

Log loss is a method that is perfect for the binary classification model which means the output will be between the number zero and one. In this method, we assume that

lower the log loss value means high accuracy because log loos value increases if the difference in the predicted value and real value is very large. In binary classification,

the cross-entropy is calculated as  

?(ylog(p)+(1?y)log(1?p))  

Where the ‘y’ is actual output and ‘p’ is the predicted output
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What is a classification algorithm?

Types of classifications

Binary Classifier: As the name suggests if the classification has only two outcomes, it comes under binary classifier. For example men or women, yes or

no, 0 or 1, etc.

1

Multi classifier: If the outcome of a classification algorithm has more than two outcomes then it is called the multi classifiers. For example colors, shades,

shapes , etc. 

 

2

Types of Machine learning classifications

Linear models1

Non-Linear models2

Linear models

Nonlinear models

Learners in Classification

Lazy Learners1

Eager Learners2

Lazy Learners

Eager Learners

Applications of classification algorithms

Evaluation of classifier models

1. Holdout method

2 Confusion Matrix

3.Log loss
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Logistic Regression

Logistic regression is one of the most simple and basic machine learning algorithms that come under the supervised learning classification algorithm that helps to

determine the predicted variable into a category using the set of input or independent variables.

We can say the logistic regression is used when the predicted value is binary in nature which means if that predicted variable comes only under any of two categories like

yes or no or 0 or 1. But in some cases, it gives a probabilistic value that is between 0 and 1.

Logistic regression is used to predict the probability that is much similar to the linear regression in regression algorithms. The only major differences are how they are

used as the logistic regression is used for classification problems where the linear regression is for the regression type. 

 

Different from the linear regression whose graph is a straight line, logistic regression graph tend to be in a shape of a alphabet “s” between the values of 0 and 1. From

that curve in logistic function we can understand whether it is a spam or not, or it is a fraud or not.

Based on the number of categories and the predicted variable we can divide the logistic regression into three types. Normally as we discussed above the logistic

regression has binary values but has 3 types inside.

As we know in binary classification, the predicted variable will have only two possibilities either it will be zero or it will be a one. It will be like a yes or no condition that can

be used in detecting spam or not spam.

In multinomial type classification, the predicted variable may have the probability of three or more outcomes that will be type A or type B or type C or like that, and there

will be no relation or dependency between the categories. It is used to make different categories like shapes or colors or fruits like that.

It is also a multinomial classification like the predicted variable may have three or more outcomes but the category for the outcomes will be ordered which means they

have a strong relation or dependency. For example, consider the grades of the students’ category like good, very good, and brilliant. All three mutually have quantitative

significance.

We have two important assumptions for the smooth working of logistic regression else it may cause inaccurate or error results. They are

As we learned in our previous topic about regression the same steps are using in the logistic regression implementation that is

Up to this point, you may be wondering if we can use linear regression for classification tasks. After all, one way to frame a classification task would be to identify the best

line that separates different classes.

However, linear regression tries explicitly to identify a trend that describes the relationship between data rather than the best separator for classes. Thus, linear

regression is not an appropriate classification method due to the following reasons:

Logistic regression solves this problem by attempting to compute the probability that a data point belongs to a given class. It is a useful model for solving binary

classification problems. 

Let’s suppose that we are 80% sure (p=0.8) that a given data point belongs to class A. The odds of us being successful is p/(1-p)=0.8/(1-0.8)=4. This means that our odds

of success are 4:1, and the higher the odds, the greater the likelihood for a given outcome.

However, in theory, odds can assume any number between 0 and ∞. This makes it really hard to come up with some rule for classifying a given data point. Thus, we need

a better metric to perform classification, and one intuitive metric is to use a probability.

To model a linear equation in terms of probability, we need to perform the logit or sigmoid function. We take the log of the left-hand side of the equation, which we

assume to be the odds of success.

The left-hand side is known as the log-odds and has a range of -∞ to ∞. This is essentially the linear regression problem in terms of probability: the output of the model

can be any value under the sun, which is not useful for a classification problem. 

However, in logistic regression, we solve for the probability that the data point belongs to a given class. If we work out the algebra, we get the following expression:

This form ensures that p is within the range of 0 to 1, which is what we need for a binary classification task. 

To interpret the model results, if the probability that the data belongs to class A is less than 50%, which is equivalent to a random assignment (p<0.5), then we can say

that the data point should be classified as class B. 

Let’s compare linear regression versus logistic regression, given the same data. Class A has P = 0, while Class B has P = 1, and it’s plotted as a function of x.

●     As you can see with the linear regression line, the line is largely skewed and uninterpretable: you cannot have a probability less than 0, so those data points

cannot be classified. 

●     Further, we can observe that the line is highly sensitive to the class distribution: there are more data points belonging to one class over another, which

impacts the linear regression results.

For both of these reasons, we can safely say that the linear regressor is not an appropriate method to classify the data two classes and separate the data by a line. In

contrast, the logistic regression curve does this perfectly. Additionally, it is highly interpretable: the line visualizes the probability a given data point belongs to a class as a

function of x. 

While logistic regression is a valuable and straightforward algorithm to perform binary classification, the same assumptions we had to make in linear regression still apply

in logistic regression.

  Previous

Types of Logistic Regression

Binary1

Multinomial2

Ordinal3

Binary or Binomial

Multinomial

Ordinal

Assumptions in Logistic Regression

The predicted variable or output must be categorical in nature1

The input variables should not have the multi-collinearity2

Steps in implementing logistic regression

Data preprocessing1

Training the dataset2

Predicting the test set result3

Testing the accuracy of the result4

Saving the result 

 

5

Linear regression and classification

In linear regression, we’re trying to predict a value that corresponds to the test set. While this is useful for forecasting, we need a different metric to

predict classes. Usually, we use probabilities to determine class attribution.

1

When we perform a classification task, we assign classes with discrete values. This is known as label encoding. These numerical representations, while

useful for us, skew the model coefficients in regression. 

2

Logistic Regression and Logits

Motivation for logistic regression

Logistic regression modeling

Model interpretation

Limitations of Logistic Regression
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Discriminant Analysis

We found that logistic regression is a useful algorithm for binary classification by mapping the linear relationship between the log odds of a class and the data. However,

logistic regression is still limited by linear assumptions. 

In this tutorial, we’ll discuss discriminant functions: functions that try to identify which combination of variables can separate out multiple classes. 

Logistic regression is a strong and powerful classification algorithm that comes under supervised learning. But it has some limitations that made the formation of LDA

and other algorithms

LDA solves these problems and can be used instead of logistic regression if there are any of these conditions. IT will be good if you try both and select the best one.

Linear discriminant analysis(LDA) is a method, which is used to reduce dimensionality, which is commonly used in classification problems in supervised machine

learning. It is used for projecting the differences in classes. In simple words, we can say that it is used to show the features of a group in higher dimensions to the lower

dimensions.

Suppose we have two groups of different data with different features and we want to separate them or classify them using a single feature. When we are doing so, there

may be a high chance of overlapping as shown in the picture. So we have to increase the number of features for having a good classification. 

 

Consider an example for making the concept more clear. Let us have two set of data which are of different groups. Now we want to categorize them into two different

groups as in the 2D picture. But when we try to make the data points in a 2D graph, there will not be a linear line to separate the data into two groups.

In such cases we uses the linear discriminant analysis that reduce the 2D graph in to single dimension graph so we get more seperatability between the data points in

two groups.

In this method, the LDA is using the graph coordinates such as X-axis and Y-axis to create a new coordinate and show the data using the new coordinate or axis. So we

achieve the single dimension reduction from a 2D graph and helps to increase the separation.

The new cordinate is made using two rules that are

● Increase the distance between the mean of two groups to maximum

● Decrease the variance of two groups to minimum.

In the above picture we shown the new axis in red color and we have plotted the data points with respect to new axis such  that the distance between the mean of two

group is increased and the variance between the two groups are reduced. 

After plotting the datapoints using our rules on the new axis it will be like this as in the below picture.

The function above is the discriminant function, which tells us how likely a data point belongs to class k. Note that π  is the prior for class k and that f  is the probability

density function of the data for class k. 

For LDA, we’ll assume that the data is a Normal distribution with a mean μ . We’ll also assume that the covariance matrix Σ is the same across all classes. Thus, we

obtain the following discriminant function: 

 

The main point is this: if we compare any two classes, the line that best separates the two classes is a linear function. Thus, LDA finds the best lines that separate any

two classes.

We can’t able to use this linear discriminant analysis all time as it will get fail if the mean is shared as the LDA can’t able to find the new coordinate and the axis. In that

case, we use nonlinear discriminant. Some popular examples for the nonlinear discriminant are

Now, what if we wanted to find curves that can separate more non-linear data? To do this more complex task, we need to determine and consider the differences in

variances for each class. 

If we don’t assume that the variance is the same for each class, the discriminant function becomes more complex:

The takeaway is that by not assuming equal variance, the discriminant function becomes a quadratic function. This allows us to separate non-linear data with unequal

variances.

Discriminant analysis is useful for classifying data using linear and nonlinear decision boundaries, but there are specific cases where you would want to use one

algorithm over another. 

The following table describes use-cases for choosing between linear and quadratic discriminant analysis.

LDA QDA

# of observations Low High

# of features High Low

Data distribution Normal Nonlinear

Next   

Limitations of Logistic Regression or Need of Linear Discriminant Analysis

Binary Problem:  As we know the logistic regression is very effective in binary classification problems. As you know it has multi-class classifications but is

not much used.

1

Unstable:  logistic regression is perfect in normal cases but when the classes are perfectly separated than the logistic regression becomes unstable2

Not Good when there is less data: If the data is not in plenty to estimate parameters, then the logistic regression may cause some errors and we call it

not stable.

3

Linear Discriminant Analysis

k k

k

Quadratic Discriminant Analysis: In this method, every class has its own estimate of variance. Or the covariance if there are more than two inputs.1

Flexible Discriminant Analysis: It will be used in the splines which we discussed in the previous tutorial as the inputs are nonlinear combinations2

Regularized Discriminant Analysis: we know what is regularization is and in this method we introduce the regularization in the estimation of variance.

Which helps the variable influence on LDA will be reduced.

3

Quadratic Discriminant Analysis

An example where quadratic discriminant analysis performs better than linear discriminant analysis.

When to choose linear versus quadratic discriminant analysis?
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Support Vector Machines

Support vector machines are one of the most popular and used supervised machine learning algorithms which is mainly used for classification, but it can be used for both

classification and regression type problems. It gets popular because of its good accuracy and less computational cost.

As we know, the classification is categorizing the data into different categories and we need to have a clear and precise line to make the data into categories, support

vector machines are doing it by making a clear line of boundary, which we call a hyperplane. With the help of that boundary line, we can categorize the new data easily

into different categories.

Hyperplanes are created with the help of support vectors. Support vectors are the points that are extreme which we have chosen to make the hyperplane. We are using

these support vectors for deciding the hyperplanes hence we call this machine-learning algorithm a support vector machine.

From the below picture you can understand the hyperplane and the categories that are divided based on the hyperplane.

Now let us make it more clear by checking a simple example. Let us consider we have some tigers and lions and we have a strange tiger that has some resemblances

with the lions. In this case, we need a model that can clearly categories the tigers and the lions. For that, we need the help of Support vector machines which will be

trained with a lot of images of tigers and lions so that it can categorize the lions and tigers properly.

Now we show the stranger tiger to the SVM and it makes the hyperplane by taking the extreme points in both tigers and lions and then create a decision between the

tigers and lions and finally on the basis of support vectors and hyperplanes it classifies the strange tiger as a tiger.

Mostly the application of the support vector machine comes in the area of face detection, image categorizing, etc.

First, let’s take the example of a binary classification problem shown below that aims to identify a decision boundary between the solid and empty data points:

The support vectors are the data points that lie closest to the decision boundary (solid line). They are the most challenging data points to classify and directly determine

the position of the decision boundary. 

Goal: Maximize the margin between two classes

A support vector machine aims to maximize the margin (dotted line) between the support vectors of the different classes. In other words, we’re trying to see how to

identify a decision boundary that can separate the data best.

How does it maximize the margin? It does this through constrained optimization methods - methods that optimize some objective function with respect to constraints

that represent limitations that we define. 

The mathematics to understand the optimization steps requires extensive linear algebra, but for the remainder of the tutorial, we’ll simply explain the intuition of SVMs. In

general, SYM can be classified into two types they are

Linear SVM is used for a simple dataset where the data points can be categorized into two classes using a single linear line. Such data points are termed linear data and

such algorithms are called Linear SVM classifiers.

With a linear SVM, the goal is to draw a straight line that best separates the two classes, which is accomplished by

While we’ve shown prominent examples where there is a perfect separation between classes, we should note that sometimes, we need to accept some errors. After all,

if the SVM can perfectly separate data all the time, it would be overfitting and not generalize to other data sets. SVMs aim to maximize the separation of data points and

allow some erroneous data points to be classified. 

Suppose we have a dataset with data of green and pink points. So we need an algorithm that can classify the green and pink points according to the x and y coordinates,

where the x and y are the features of the dataset.

Now let us check it is a 2D plane and we can separate the data points using a linear line and can classify them into two classes but we can draw more than one linear line

in this case just like this picture.

So the question arises which will be the perfect line to classify the data points and there comes the SVM into the picture. SVM helps to draw the best line that is called a

hyperplane. After finding the line which is called as decision boundary, the SVM will find the closest point in both the categories with the hyperplane, and that is called

support vectors. Now there will be a gap in between the hyperplane and support vector, which will be called as margin. The main objective of the SVM is to maximize the

margin and it will be called an optimal hyperplane.

Nonlinear SVM is used for data that is not linear which means the dataset cannot be divided using a linear line. Such algorithms that we used to categorize the nonlinear

data are called non-linear SVMs.

Suppose the raw data is not linearly separable as is. One way to approach this problem is to transform the data to be linearly separable by projecting the data into a

higher-dimensional space. To visualize what this means, suppose we have the following data distribution between two classes.

The data distribution on the left is tough to model using a linear model in a two-dimensional plane. However, if we extend the data to a higher dimension using the

function? it becomes possible to draw a hyperplane that can separate the purple from the orange points. 

This powerful method of adding dimensionality to a dataset is called a kernel function. Many kernels can be applied for different data structures, and it is a

hyperparameter that needs to be considered to optimize an SVM model.

1.    SVM offers great accuracy 

2.    SVM works fine with all dimensional space 

3.    SVM uses very little memory and resources  

4.    Cost-effective

1.    High training time which is not good in large data 

2.    It fails or give error prediction if the data is with overlapping classes

1.    Face observation and detection 

2.    Text and hypertext arrangement 

3.    Bioinformatics 
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Naive Bayes

Naïve Bayes is supervised machine learning which is used for solving classification problems. Naïve Bayes is used mainly for the test classification problems and it works

using the principle of Bayes theorem.

As we know, supervised machine learning uses the training dataset for training the model, in this method it uses a high dimensional training set. The Naïve Bayes

algorithm is simple and very accurate and increases the efficiency of the model that making the model very fast in giving the predictions.

The Naïve Bayes algorithm works on probability and it is called a probabilistic classifier algorithm. Popular examples of the naïve Bayes algorithm are article classifier and

spam detection and filtration.

Compared to traditional statistical methods that assume the world works at random, Bayesian statistics aims to model the probability of an occurrence using the

knowledge of past events or experiences. 

The take-home point for Bayes’ theorem is that we are trying to estimate the relationship (or probability) of a given class from data, without knowing the causal

relationship between the data and class. 

Mathematically, this can be expressed using the following formula, and we'll break these points down in further sections:

P(class | data)is the probability that the class is associated with a given data set. This is known as a conditional or posterior probability. 

This is the formal definition of what we aim to estimate in a classification problem: we are trying to predict the chances of a data point belonging to a specific class, given

some data attributes.

Now the probability of a given class occurring in the dataset P(class) is relatively easy to estimate - we can see how frequently the class is observed. This term is known

as a prior because it is obtained from prior knowledge of the data. 

Additionally, the probability of the data point is associated with a given class (P(data | class))is also easily obtainable. In this case, we may happen to know certain

thresholds for important features that increase the chances of a data point being grouped into a class. This is known as the likelihood.

Finally, we may (or may not) have information about the distribution of a given feature in the data. This usually needs to be estimated by having a lot of previous

examples, as this would provide evidence that our data has a specific form. Nonetheless, we can make assumptions about the data that allow us to make this variable

negligible.   

Now, if we revisit the formula, we can reframe the Bayes theorem using words that will convey some intuition on the mathematics:

While in practice it is difficult to use Bayes’ theorem (because we usually don’t have hard evidence), we can make assumptions that allow us to make a predictive model.

One simplification is known as Naive Bayes.

So, why is this machine learning algorithm called naïve Bayes? As we know this algorithm is based on the Bayes theorem and that is why it is called the Bayes. Now

Naïve means the features are independent of each other.

Suppose we have an orange that has features like color and shape that individually contribute to the features and do not depend on each other.

Naive Bayes uses Bayes’ theorem but makes 1 (naive) assumption to simplify the mathematics: all the features in the training dataset are assumed to be unrelated to

each other. 

In other words, each feature is independent of one another and there is no correlation (or anticorrelation) between features.

Why is this important? Since we don’t know the underlying data distribution, and we choose not to acknowledge it, we can ignore the denominator. Thus, the calculation

simplifies into an additive formula, where we are summing the contribution of each p feature to the likelihood of observing a given class k:

Note: this means that each feature in the data has some predictive relationship to a given class, and this relationship is assumed to be independent of the other features

in the data. While this is not true in all real-world datasets, this method surprisingly works well with high accuracy! 

Shown above is a Naive Bayes classifier working to separate 3 classes as additional data points are being added. Note that the circles have darker colors. This shows

that these predictions are being made based on probabilities.  

We can check the working of the naïve Bayes algorithm using a simple example, which makes it easy to understand. Suppose we have some data about the weather and

we need a prediction about whether we can go out on a particular day depending upon the weather conditions. For that we have to do some steps for the proper

predictions 

1.    We have to convert the given dataset into frequency tables 

2.    Generate a table by using the probability for rain using weather data 

3.    Use the Bayes theorem to predict the output

Now we have a problem: can we go out if the weather is sunny? 

For getting a solution for that we have to check the below tables

  Outlook Play

0 Rainy Yes

1 Sunny Yes

2 Cloudy Yes

3 Cloudy Yes

4 Sunny No

5 Rainy Yes

6 Sunny Yes

7 Cloudy Yes

8 Rainy No

9 Sunny No

10 Sunny Yes

11 Rainy No

12 Cloudy Yes

13 Cloudy Yes

Now we have a table depend on the frequency on weather conditions

Weather Yes No

Overcast 5 0

Rainy 2 2

Sunny 3 2

Total 10 5

 

Then the likelihood table of weather will be like

Weather No Yes  

Overcast 0 5 5/14= 0.35

Rainy 2 2 4/14=0.29

Sunny 2 3 5/14=0.35

All 4/14=0.29 10/14=0.71  

After getting the table ready we have to apply the bayes theorem for the prediction.

P(Yes|Sunny)= P(Sunny|Yes)*P(Yes)/P(Sunny) 

P(Sunny|Yes)= 3/10= 0.3 

P(Sunny)= 0.35 

P(Yes)=0.71 

So P(Yes|Sunny) = 0.3*0.71/0.35= 0.60

P(No|Sunny)= P(Sunny|No)*P(No)/P(Sunny) 

P(Sunny|NO)= 2/4=0.5 

P(No)= 0.29 

P(Sunny)= 0.35 

So P(No|Sunny)= 0.5*0.29/0.35 = 0.41

From the calculations above P(Yes|Sunny)>P(No|Sunny)  

That means we have the predictions that we can go out on a sunny day.

● As we told it is a simple and fast machine learning algorithm

● It will be applicable to both binary and multiclass

● It will make good and accurate predictions in the case of the multi-class dataset.

● It can be used perfectly for text classifications

●  In the section why the name naïve Bayes we told that it thinks all the features are independent so it cannot find relationships in the features.

● Helps in real-time predictions

● It can be used for spam filtering

● Used in the medical field

● Helpful in credit scoring

Naïve Bayes algorithms are of three types, which are

Bayes Theorem

The posterior probability (or prediction): P(class | data)

Prior information: P(class)

Likelihood: P(data | class)

Evidence: P(data)

Putting it all together

Why it is called the Naïve Bayes algorithm?

Naive Bayes 

Working of Naïve Bayes algorithm

Advantages of Naïve Bayes 

Limitations of Naïve Bayes

Applications of Naïve Bayes

Types of Naïve bayes Models

Gaussian: it is a method where the model assumes the features are of normal distribution. Which means if the output takes values, which are

continuous? The model thinks it will be a Gaussian distribution.

1

Multinomial: If the data is distributed multinomial, we will use the multinomial naive Bayes model and it is mainly used in text classifications.2

Bernoulli: Bernoulli classifier is similar to the multinomial but the difference is the output variables are independent binary variables. It is used for

detecting whether a word is present in a document or not. 
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Clustering in Machine learning

Clustering is an unsupervised machine learning method that categorizes the objects in unlabelled data into different categories. It can be defined officially as a method to

group or categorize unlabelled data into different groups depending on the similarities. It means the clustering group the data points which are similar to one group and

not similar to another group.

How clustering is making the groups from an unlabelled dataset? It is done by finding some similarities or patterns from the dataset like color or shape. Then it groups the

objects which have the same features into a group and others into another group like that.

After the grouping of unlabelled data into clusters, a unique id is given to each cluster for identification when we are dealing with the huge dataset. Clustering is

somewhat similar to the classification algorithms but the clustering works on unlabelled data, where the classification works on labeled data. Normally this method is for

statistical analysis of data. Consider the below image to understand the clustering concept in pictorial view.

We can learn clustering with a real example, considering we are visiting a market. Inside the market, we can see all the items are grouped with their similarities and

features like fishes, different kinds of meats, vegetables, and different kinds of fruits like that. It will be easy for us to find things when it is sorted into groups and it is a

perfect example of clustering.  

Clustering applicability is involved in different fields, some of them are in

Clustering is also used by many areas like Amazon, YouTube, or Netflix for sorting and grouping the videos and showing the perfect recommendation. It is also involved in

the e-commerce companies for showing similar products etc.

In a dataset, there may be objects which can be grouped only to a single group and that is called hard clustering. Like that there will be data objects which can be other

groups too that we call soft clustering. This is the broad classification. Let us check the clustering methods used in ML one by one.

Partitioning clustering is also called centroid-based clustering because this clustering is based on a center point called centroid and grouping based on that centroid. In

partitioning clustering, the data point is divided into non-hierarchical groups. For example, K means clustering. 

In this clustering method, the dataset is split into a number of predefined groups which can be represented as K, so K groups. Each cluster has a center and that is

created in a way that the similar points to that cluster will be close (minimum distance) to the center point than the other points of other clusters.

Density-based clustering is a way of clustering a dataset with respect to the density of data points and connecting these denser data points into a cluster. This method

connects the highly-dense points to a cluster.  

In this method, the ML algorithm finds all the clusters in the dataset, and then it connects the dense areas of similar features into clusters. Due to this connection of

dense areas the shape of this cluster will be arbitrarily shaped. This type of clustering is tough if the dataset is highly varying densities and dimensions.

This method of clustering is based on probability as the data is divided into different clusters based on the chance of how the dataset belongs to a distribution. This

method is making the grouping by assuming some distribution called Gaussian distribution. 

Examples: Expectation-Maximum Clustering

Hierarchical clustering is a little similar to partitioning clustering so it can be used as an alternative for that. The difference is that in partitioning clustering we need to pre-

define the cluster numbers but here, there is no need for that.  

In this clustering method as we know a hierarchal tree is created which is called a dendrogram. We can add any number of observations to that dendrogram by cutting

the dendrogram's incorrect level.  

Example: Agglomerative Hierarchical Algorithm

This type of clustering is for soft clustering. In soft clustering, a data point may belong to more than one group so it will be hard to group such points. Here the data points

are given a value that we call membership. The point is added to the cluster on the degree of membership.  

Example: Fuzzy C means algorithm or Fuzzy K Means Clustering

There are many application-level uses for clustering and some of them are given below.

As we discussed above there are different clustering types and based on that types we have different clustering algorithms. There are many clustering algorithms

available but only a few are commonly used. A clustering algorithm is depending on the data type we need to cluster. For example, some clustering algorithms need to

know how much the number of clusters is in the data set. Some clustering algorithms need to know the distance of the data points. 

Let us check some of the clustering algorithms that are commonly used in machine learning.

K means clustering

This is the most popular type of clustering algorithm, which is now used in machine learning. This algorithm categorizes a dataset into different groups depending on the

variances with a complexity of O(n).

For K means clustering, the algorithm needs to specify the number of clusters in the dataset.

Agglomerative Hierarchical algorithm:

This is an example of hierarchical clustering which makes a tree structure. In the Agglomerative algorithm, the clustering will be bottom-up fashion where each data point

will be considered as a cluster in the beginning, and then it will be merged in the tree.

Mean-shift algorithm

The means shift algorithm is a fine example of centroid-based clustering which makes a center point and makes all the data points related to that cluster, close to the

centroid. This works as making the points that may be the centroid to be in the center of the cluster.

Affinity Propagation algorithm

This is a different clustering algorithm from the ones discussed above, as this algorithm does not need to mention the number of clusters. In this algorithm, data points

communicate between pairs before converging. The issue with this clustering is its complexity which is O(N2T)

Next   

Anomaly sensing1

Image segmentation2

Social network analysis3

Data analysis4

Types of Clustering

Partitioning clustering1

Density-based Clustering2

Distribution Model3

Hierarchical Clustering4

Fuzzy Clustering5

Partitioning Clustering

Density-based Clustering

Distribution Model Based clustering

Hierarchical Clustering

Fuzzy Clustering Algorithm

Clustering Applications

Medical Field: This clustering is used widely in the medical field for example in the oncology department this clustering is used to identify the cancer cells

from the other cells. It can split the cells into cancerous and noncancerous.

1

Search Engines: Clustering is widely used in search engines as it groups the results to show the perfect result to the user.  It makes the cluster with

similar objects based on the search query.

2

Market research: It is used in businesses such as markets to split the customers based on their interests and choices.3

Biology: this clustering method is used to make the groups of plants and animals based on different criteria like carnivores, herbivores, etc.4

Different Clustering Algorithms
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K-means Clustering

We’ll now cover an essential family of machine learning algorithms that have many practical use-cases from search engines to patient diagnoses: clustering. So we need

to discuss clustering and the types of clustering.

A machine learning expert's aim is to make a model which gives accurate predictions. We already discussed that these algorithms are of two types in general that are  

1.    Supervised machine learning  

2.    Unsupervised machine learning 

K means clustering comes under an unsupervised learning algorithm, which means there will not be labeled data to train the model.

Clustering aims to group different data points into sets that are similar to each other from other groups. Similarity, in the context of clustering, is defined by the distance

between two data points in a coordinate system. If we are interested in assigning labels to specific data points, this is a classification problem. However, clustering can

also be an unsupervised learning problem, depending on the application.

Various types of clustering are 

1.    Hierarchical clustering: In hierarchical clustering, it uses a tree-like structure for the clustering. 

2.    Partitioning clustering: In partitioning clusters, the data points are divided into partitions.

Again the hierarchical clustering can be further divided into 

1.    Agglomerative clustering 

2.    Divisive clustering

The partitioning clustering is divided into 

1.    K means clustering 

2.    Fuzzy C means clustering

Several algorithms cluster data differently, but we’ll focus on a simple and widely used algorithm: K-means clustering.

K-means clustering is a method that aims to separate data points into k clusters. Note that the parameter k is user-defined - we need to tell the algorithm how many

groups are there in the data. 

For example if the k = 2 which means there will be only 2 clusters. If the value of k=3 it means there will be 3 clusters.

Using the k means algorithm we can make clusters of data into different groups or categories. It helps us to understand the categories and classify the unlabeled data

into these categories without using a training dataset or training the model.

K means clustering is based on the centroid that means every cluster has a centroid in the k means algorithm and the algorithm tries to reduce the sum of the distance

between the data and its data cluster.

In this algorithm, it takes unlabeled data and makes that data into a number of clusters which is given by the user using the parameter K. This process gets repeated until

it gets a perfect cluster.

The K-means algorithm has three general steps:

After that, we will get the clusters with data points that have common features. Show below is a representation of K-means clustering in action. The black + sign is the

centroid that is randomly assigned initially. The black line represents the decision boundary: a rule that the algorithm has learned to separate data points into different

clusters.

For each iteration, we are computing the distance between each data point and the centroid. After every iteration, the assignments to different classes change. The new

cluster assignments change the centroid position, as we are determining a new center value of a given cluster. 

After each iteration, the class assignments tend to stabilize as the algorithm finds the best separation between classes over time. This stabilization of model

assignments is known as model convergence.

Now we have a basic idea of k-means clustering and how it works, now we are going to know in detail about how k-means clustering works.

STEP 1: decide the number of clusters we need using the parameter K 

STEP 2: Select the centroids or some random points [ it doesn’t need to be from the dataset] 

STEP 3: Add the data points to the nearest centroid that will come from the clusters. 

STEP 4: Calculate the variance and make a centroid with respect to variance for each cluster 

STEP 5: Reassign the data points to the new centroid and make a new cluster 

STEP 6: In case of any reassignment, repeat from step 4 

STEP 7: complete the model and be ready to get in use. 

Detailed View of K means Clustering working

Consider we have two data variables s1 and s2. The graphical representation of these data variables is shown below.

Now we want to decide the value for parameter K which means we have to decide how many clusters, here we are providing k=2. Now we need to group these data

points into these 2 clusters. For finding the value of k there will be different methods available.

The next step is to determine the centroids, as of now we are just using some random k points as the centroids to make the clusters. These random points may be from

the dataset or from outside any point. In the below picture we have selected the centroids different from the dataset.

The next step is to assign the data points to this graph to the centroid or the k point. We are using the same formula that we use to calculate the distance between the

points. After that, we have to draw a line in between the two centroids called the median.

Now we have the median and we can understand from the picture that the points above the median are near to the green centroid and points below the median are near

to the yellow centroid. So we change the color of data points to green and blue as per the centroid like this picture below.

Now we have some points that belong to two centroids. Now we have to find the closest cluster so that we repeat the process and find a new centroid which will be

almost the center of the centroid as in the picture.

Now we got the new centroid and we repeat the process of linking the data points to the new centroid and draw the new median with respect to the new centroid like the

picture below.

Now when we check the above picture we can find one yellow data point is below the new median and two green data points are above the median. So we have to link

that data points to the respective new centroid like in the picture below.

So after the re-linking with new data points with centroids, there will be a change in the center of gravity of the clusters and we have to repeat the step to find a new

centroid with new data points. Like in the below image.

Again we have to find the new median with the new cluster and draw the median between the centroids like the picture below. We are repeating the above steps now.

Now when we check the data points there will not be any point that needs to reassign so the clustering is complete and our model is almost complete

After forming the clusters we have to remove the centroids, median and all other structures we made to create the cluster and the final cluster will be like 

K means clustering is fully dependent on the clusters and it will be very important in deciding the optimal number of clusters that will affect the accuracy of the model.

There are many ways to find the k value were most important among them are

It is a popular and common method to find the optimal number of k values. This method uses the concept of WCSS that is the “within-cluster sum of squares” which uses

the formula to find the k value. 

This is used to calculate the WCSS value for 3 clusters. 

K means clustering is an unsupervised machine learning method and it has a wide range of applicability in real-world and some of them are

K-means clustering is a powerful and intuitive way to separate data into groups. However, we make several assumptions about the data for K-means clustering:

The cluster sizes need to be the same size. 

In the example above, Yellow is a lot bigger than Blue and Red, resulting in some misclassification. 

The variance of the data or the distribution of the data points needs to be the same. 

Again, Yellow’s spread or the variance is more spread out than for Blue and Red, resulting in some misclassification.

Finally, K-means tends to work better for “spherical” dataset relationships.

What this means in technical terms is that the variance needs to be about the same.

Finally, while we can use the number of actual classes to specify the hyperparameter k, we usually don’t know the number of classes in the data. In these cases, the k

parameter can be challenging to determine in an unsupervised problem. 
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Clustering

What is K-means clustering in Machine Learning?

Set the best value for k coordinates randomly to be the center of each cluster (centroid).1

For all data points, compute the euclidean distance between a data point and the centroid. 

● Assign the data point a label based on the cluster assignment.

● The data point is assigned to the cluster with the minimum euclidean distance between the data point and centroid.

2

Re-center the centroid so that the centroid is in the middle of all the data points for each k cluster. 3

How does this K-means clustering Algorithm work? 

How to find the K value ?

Elbow Method

Applications of K means Clustering

Academic performance: Assign grades to students based on scores1

Diagnostic Systems: Creating smart medical decision support systems 2

Search engines: it helps the search engine in grouping the results for a search.3

Wireless sensor network: helps in calculating the cluster heads that collect data to its cluster4

Advantages of K means Clustering

Easy to interpret and make resolution1

K means clustering is faster than hierarchical clustering2

Easy to modify the cluster3

Can be used for compact clusters4

It can work for data that is not labeled5

Weaknesses of K-means clustering
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Ensemble Learning

So far, we have been discussing individual machine learning algorithms that, alone, have practical applications extending to simple real-world problems. However, when

datasets become much more complex and large, simple machine learning algorithms begin to break down because the assumptions we impose on the model do not

hold true for real and dynamic data.

This tutorial covers ensemble learning algorithms, a family of machine learning algorithms that address this big real-life data problem by combining multiple models

together to make an optimum model get accurate predictions.

Now let us consider an example to make the concept more clear. Consider a decision tree for understanding the concept of ensemble learning. Here we need a predicted

result based on the input questions we feed into the model.

In this example we consider the question: can we go out in the rain? For that, the decision tree takes a lot of factors and it makes a decision or asks another question for

each factor. So when we check the above image you can understand that if the situation is overcast we can go outside. 

If the situation is rainy we have to ask if it is rain with wind or not. If it is windy, we can't go out, else we can go out. Similarly, when it is sunny we have to ask if the

humidity is high or not. And make decisions according to that. 

If we are using the ensemble method things are handier. Ensemble methods give the freedom to take a small model of the decision tree and calculate the features to

select and what questions to ask in every split of decisions.

Ensemble learning algorithms combine multiple algorithms to solve a complex problem. They are analogous to a company, which consists of experts that are good at

what they do in order to solve a complex real-world problem. Combining algorithms in a strategic fashion can have much better performance than individual regressors or

classifiers. 

However, it is important to note that not all ensemble approaches will outperform a simple well-trained model. Rather, we can think of an ensemble learning model as a

risk mitigation strategy. Instead of settling with a poorly-trained model, we can combine the results of several different regressors and classifiers to have, at least, a

decent performing model.   

It is important to note that the predictions resulting from many kinds of machine learning algorithms are dependent on initial starting conditions. For example, K-means

clustering depends on the number of clusters and where those centroids are initialized.

In any given iteration, the predictions from these models can change, even when we keep hyperparameter values constant. This is known as model stability, and it is

important to have a model that is robust against these different initial conditions. 

Ensemble methods tend to give stable model forecasts and predictions. This is because the model outputs are combined, typically by averaging the results from several

regressors or taking the majority vote across different classifiers. The more models that are generated, the more stable the value tends to be due to the law of large

numbers.

Ensemble models combine different models with different assumptions and hyperparameters. Thus, they can capture more of the variance that exists within the

dataset. This means that they can identify more non-linear trends within the data, compared to a simpler model.

One major weakness of ensemble learning models is that because they are more complex, they become like black boxes - it becomes harder to identify sources of model

error and how the model comes up with a conclusion. 

Because ensemble models capture more of the data variance, they are more prone to noise in the data and overfitting. One method to mitigate this issue would be to

apply regularization techniques and sample appropriate hyperparameters that can best capture the data trends. 

However, we’ll also discuss algorithm-specific approaches that solve this issue of model overfitting in the coming tutorials. 

Next   

Why ensemble learning?

Better (average) performance

Assessing model robustness

Modeling non-linearity

Ensemble learning weaknesses

Interpretability

Overfitting

Types of Ensemble Learning

Bagging or Bootstrap Aggregating: The machine learning model bagging is formed by combining the bootstrap and aggregating models to form one

ensemble model.  Consider an example of some given data, which forms multiple bootstrapped subsamples. After that, a decision tree is formed for

each subsample. Finally, we use an aggregate algorithm to make a perfect model as in fig. 

1

Random Forest: it's almost similar to the bagging method but with a small change. In deciding where to split and how to make decisions the bagging

method has all the features at hand to select from.  But In the random forest method, we are splitting based on a random selection from the features. In

a random model, each tree is split on the basis of different features and this level of difference will give a good ensemble when we do the aggregate.

Please check the image for more understanding. It's almost like the bagging method  as subsamples are used from a huge dataset but the split in the

tree is on different features. Features are the shapes.

2
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Classification and Regression Trees

Decision trees are intuitive algorithms that aim to select the best series of decisions based on the data that lead to a given outcome. They are highly flexible and can be

used for both classification and regression tasks. The only difference in the usage is about the target variable.

Classification and Regression Trees (CART) are the basis for bagging, random forests, and boosting. This tutorial provides a foundation on decision trees that will lead us

to explore these more complex ensemble techniques.

Classification problems: we are using the CART algorithms for classification problems and the only difference is in the output variable. In classification problems, the

output will be a finite value. Which means the next day will be sunny or not.

Regression Problems: In the regression problems, we will get the output variable as an infinite value set. for example, prediction of a house price. 

For understanding, the working of the CART considers an example as we have some oranges that are mixed with some mandarins. We need to sort them both into

different categories, so we need to have some set of rules that help to categorize them.

Firstly we take the size of both as oranges are a little bigger than mandarins so we can assume the size of orange will be around 10cm whereas mandarins will be less

than 7cm. Again we can consider the color of oranges will be lighter than mandarins.

So we can consider the color range from 0 to 5 for oranges. Hence we can make a tree with 3 rules which will split the oranges with mandarins. 

We’ll take a simple example, where we’ll decide whether we want to go out or stay in based on three criteria: the weather, the temperature, and if we have a good book or

not. This fictional dataset looks like this:

A decision tree is drawn from the root node to the leaf node, representing the result: whether we stayed in or went out. Additional features that were considered in the

decision-making process are known as internal nodes.

We can describe relationships between nodes. The parent node is the node preceding the child node in the decision process. Nodes are split into branches based on

decision rules that the model learns in the training process.

From this simple example, we have already identified the set of rules that lead to specific outcomes. However, the goal of CART is to a) learn an appropriate tree

structure and b) learn these decision rules. 

Because we have three different features from the root node, we can split the tree based on weather, temperature, or book. The key question is to determine how the

algorithm chooses the order in which features are split.

In CART, we create three initial splits based on each feature. Then, we evaluate how well the split either minimized the error or improved the prediction. This process of

branch splitting is iterated for further subdivisions until we reach the leaf node.

The example above shows the split between the Weather and Temperature features. The algorithm first splits between Sunny and Rainy in the Weather axis because

that results in the best separation between the In and Out classes. Then, on the Temperature axis, 70 degrees looks like the best temperature to split the two categories. 

In regression trees, the mean squared error is used to determine split quality across all branches. 

Where the pi is a fraction of items of a class.

However, accuracy is not a good measure in classification trees to determine split quality, especially with imbalanced data, where overall model accuracy can lead to

skewed results. Instead, we can use two alternative metrics:

entropy and information gain. These alternative metrics tell the model how a split separates classes. Entropy is almost the same as Gini impurity but uses a different

formula.

For making a good split we have to understand all the above things and always keep in mind that the split with the lowest entropy is the best. Likewise, check the entropy

of two child nodes, if it is not higher than the parent, stop splitting.

The main issue with decision trees is that they are prone to overfitting if they create complex trees unique to a given dataset. Thus, it is important to tell the model when

to stop splitting. 

This hyperparameter is called the maximum depth, and it refers to the longest path your model can have from the root to the leaf node.

While we can tell the model to stop splitting, we can also backtrack and prune branches that lower the split quality. Tree pruning is equivalent to regularization, and alpha

is the hyperparameter used to weigh nodes and tell the model to remove branches containing little information.

  Previous

How do Classification and regression trees (CART) work?

Representing data as a decision tree

Mapping the decision tree

Determine split quality using the Gini impurity coefficient

Tree topping and pruning

Share This

 Facebook   Tweet   Mail   Watsapp

  Previous

Related Tutorials VIEW ALL

Machine Learning Models

Applications of Machine learning

Splines or Regression Splines

Regularization

OtherTutorials VIEW ALL

Join Us

PythonPython CC

JavaJava Machine LearningMachine Learning

RR PHPPHP

GOGO Artificial IntelligenceArtificial Intelligence

HTMLHTML Cyber SecurityCyber Security

C++C++ Data ScienceData Science

Contact mail... SUBSCRIBE

Tutorials

Python
C
Java
Machine Learning
R
PHP
GO
Artificial Intelligence
HTML
Cyber Security
C++
Data Science

Programs

Python Programs
C Programs
Java Programs
R Programs
PHP Programs
GO Programs
HTML Programs
C++ Programs

Company

learnetutorials2021@gmail.com

Blog

Privacy Policy

Prepare & Practice

Online Quiz

Online Compiler

Online Test

Interview Questions

© 2020 Learn eTutorials. All rights reserved.     

Home Tutorials Programs Blog Prepare & Practice 

https://learnetutorials.com/machine-learning/online-quiz
https://learnetutorials.com/machine-learning/online-test
https://learnetutorials.com/machine-learning
https://learnetutorials.com/machine-learning/interview-questions
https://learnetutorials.com/machine-learning/linear-regression
https://learnetutorials.com/machine-learning/feature-selection
https://learnetutorials.com/machine-learning/outliers
https://learnetutorials.com/machine-learning/regularization
https://learnetutorials.com/machine-learning/polynomial-regression
https://learnetutorials.com/machine-learning/regression-splines
https://learnetutorials.com/machine-learning/classification
https://learnetutorials.com/machine-learning/logistic-regression
https://learnetutorials.com/machine-learning/discriminant-analysis
https://learnetutorials.com/machine-learning/support-vector-machines
https://learnetutorials.com/machine-learning/naive-bayes
https://learnetutorials.com/machine-learning/clustering
https://learnetutorials.com/machine-learning/k-means-clustering
https://learnetutorials.com/machine-learning/ensemble-learning
https://learnetutorials.com/machine-learning/classification-and-regression-trees
https://learnetutorials.com/machine-learning/bagging-and-random-forest
https://learnetutorials.com/machine-learning/boosting-algorithms-and-its-types
https://learnetutorials.com/machine-learning/unsupervised-learning
https://learnetutorials.com/
https://learnetutorials.com/machine-learning
https://learnetutorials.com/machine-learning/ensemble-learning
http://www.facebook.com/sharer.php?u=https://learnetutorials.com/machine-learning/classification-and-regression-trees
http://twitter.com/share?url=https://learnetutorials.com/machine-learning/classification-and-regression-trees&text=Simple%20Share%20Buttons&hashtags=simplesharebuttons
https://mail.google.com/mail/?view=cm&fs=1&tf=1&body=https://learnetutorials.com/machine-learning/classification-and-regression-trees
https://api.whatsapp.com//send?text=https://learnetutorials.com/machine-learning/classification-and-regression-trees
https://learnetutorials.com/machine-learning/ensemble-learning
https://learnetutorials.com/machine-learning
https://learnetutorials.com/machine-learning
https://learnetutorials.com/machine-learning/machine-learning-models
https://learnetutorials.com/machine-learning/machine-learning-applications
https://learnetutorials.com/machine-learning/regression-splines
https://learnetutorials.com/machine-learning/regularization
https://learnetutorials.com/
https://learnetutorials.com/cyber-security
https://learnetutorials.com/python
https://learnetutorials.com/c-programming
https://learnetutorials.com/java
https://learnetutorials.com/machine-learning
https://learnetutorials.com/r-programming
https://learnetutorials.com/php
https://learnetutorials.com/golang
https://learnetutorials.com/artificial-intelligence
https://learnetutorials.com/html
https://learnetutorials.com/cyber-security
https://learnetutorials.com/cpp-programming
https://learnetutorials.com/data-science
https://learnetutorials.com/python
https://learnetutorials.com/c-programming
https://learnetutorials.com/java
https://learnetutorials.com/machine-learning
https://learnetutorials.com/r-programming
https://learnetutorials.com/php
https://learnetutorials.com/golang
https://learnetutorials.com/artificial-intelligence
https://learnetutorials.com/html
https://learnetutorials.com/cyber-security
https://learnetutorials.com/cpp-programming
https://learnetutorials.com/data-science
https://learnetutorials.com/python/programs
https://learnetutorials.com/c-programming/programs
https://learnetutorials.com/java/programs
https://learnetutorials.com/r-programming/programs
https://learnetutorials.com/php/programs
https://learnetutorials.com/golang/programs
https://learnetutorials.com/html/programs
https://learnetutorials.com/cpp-programming/programs
mailto:learnetutorials2021@gmail.com
https://learnetutorials.com/blog
https://learnetutorials.com/privacy-policy
https://learnetutorials.com/online-quiz
https://learnetutorials.com/online-compiler
https://learnetutorials.com/online-test
https://learnetutorials.com/interview-questions
https://learnetutorials.com/machine-learning/classification-and-regression-trees
https://www.facebook.com/learnetutorials2021/
https://www.instagram.com/learn_etutorials/
https://www.linkedin.com/company/79690310
https://www.youtube.com/channel/UCP3UxEJqRZkSDGL6-3ZC84w
https://twitter.com/Learnetutorials
https://learnetutorials.com/
https://learnetutorials.com/
javascript:void(0);
javascript:void(0);
https://learnetutorials.com/blog


Learn Machine Learning
Online Quiz  Online Test

 Tutorials  Interview Questions

Splines

Classification

Logistic Regression

Discriminant Analysis

Support Vector Machines

Naive Bayes

Clustering

K means Clustering

Ensemble Learning

Classification and Regression Trees

Bagging & Random Forests

The Issue with CART

Bootstrapping

Bagging

Random forests

Out-of-bag estimated performance

Boosting

Unsupervised learning

 Home / Machine Learning / Bagging & Random Forests

Bagging & Random Forests

While CART is an intuitive and powerful algorithm, several weaknesses in the CART method are:

To address these issues, ensemble methods have been proposed which improve the accuracy of decision trees. We’ll discuss two related modifications:  

1.    Bagging  

2.    Random forests.  

To understand Bagging, we need to understand a statistical method called the bootstrap sampling approach. The goal for a bootstrap approach is to estimate an

unknown data distribution, given a limited dataset size.

Bootstrapping is to calculate a population parameter; how bootstrapping works is like randomly forming some samples of data from the dataset with replacement.

The basic idea is that during random data sampling, or taking a smaller subset of the dataset, we can also re-sample the data: we draw repeated samples from the

original data set. This process is repeated a large number of times (1,000-10,000 times), and by taking the mean or any other statistic during each iteration, we can gain a

sense of the data distribution.

Bagging can be also called bootstrap aggregation, which is used in ensemble learning methods to increase the accuracy and the performance of ensemble learning

methods. How bagging is increasing the performance is by reducing the variance in a dataset.  

Bagging is commonly used in decision tree algorithms. It will be used in both classification and regression methods as it helps to reduce the overfitting problem.

 

Bagging aims to address the model instability problem for CART using the bootstrapping method. The bagging algorithm is as follows:

This procedure stabilizes the final model answer because it chooses paths that are shown in a majority of trees. However, bagging does not solve another key issue with

tree algorithms: high variance and highly correlated features. 

The issue is simple: when constructing each tree, we always use all of the features. Some features naturally have higher variance or are highly correlated with each

other. These features will always show up as an important feature in an ensemble of CARTs but may mask the true relationships within the dataset. 

● Improves the model by reducing the overfitting problem

● Increase the performance and accuracy of the model

● It is able to work in high dimension data.

● It can result in some loss of interpretability of the model

● If not properly done, bagging can cause high bias.

● Bagging is relatively little expensive even if it makes it more accurate.

 

To address the issue with high variance features or collinearity, a better method would be to omit highly variable features or to remove some correlated features

periodically during the bagging process. This would reveal important tree structures that are typically hidden by these features. 

Random forests address this issue by making one minor tweak to the bagging process: instead of using all features while training each tree, a random and smaller subset

of features is used. This eventually removes problematic features from the data, and hidden tree structures can begin to emerge after repeating this process many

times.

The number of features to be used for branch splitting is a hyperparameter that is introduced in a random forest, and needs to be specified. 

Random forest is a bootstrap algorithm with a CART model. Consider we have 1000 observations and have 10 variables. Random forest will make different CART using

these samples and initial variables. Here it will take some random samples and some initial variables and make a CART model. Now it will repeat the process for some

time and predict the final result, which will be the mean of every single prediction.

In simple words, A random forest is a collection of random decision trees. But works on 2 concepts to find the final prediction from the multiple trees. 

During each bootstrap, there are samples that are not included in the model training. These are called out-of-bag samples, and they are used as a validation set to

evaluate model performance for individual trees. 

By taking the average of the out-of-bag performance, we get an estimated accuracy of the bagged models that is similar to a cross-validation procedure. This is known

as out-of-bag accuracy. 

This is another reason why bootstrap is a powerful statistical method for CART and machine learning models: it introduces a robust statistical method to assess model

accuracy. 

● Random forest algorithm is unbiased

● It is very stable as if we add a new dataset will not create many problem

● Random forest will work smoothly in both categorical problems and numerical problems

● It works effectively even if it is missing in the dataset.

● High complexity in the structure and process, which include multiple decision trees

● Need a large time for training and all due to the complexity

Next   

The Issue with Classification and Regression Trees (CART)

Overfitting: Decision trees are prone to overfitting, based on the maximum depth selected, and whether or not the data is skewed for highly variable

features.

1

Model instability: Even a small perturbation to the training dataset (like adding a single data point or having a slightly different training set) can have a

dramatic impact on the structure of a tree.

2

Sensitivity to imbalanced data: the way decision trees identify branch splits is dependent on the number of labels for each class. 3

Bootstrapping

Bagging

Create a large number of random training set subsamples with replacement1

For each set, training a CART model2

Given the test set, calculate an average prediction from each model3

For a classification task, the majority vote across all models for a given class is the final predicted class.4

For a regression task, the mode across all models is the final predicted value.5

How Bagging Works

Suppose we have a dataset that has many features and observations. First, we have to select a random sample from this dataset with no replacement.

[We have to create multiple sample subsets].

1

Create a base model for each subset we have selected2

Cream a model by learning from each dataset parallel and independent of each other.3

Combine all the predictions of sub-models to get the final result4

Advantages of Bagging

Disadvantages of bagging

Random forests

A random sampling of the dataset while building trees1

A random subset of features while splitting the nodes2

How Random Forest algorithm works

 Consider an M number of random data from a dataset1

 Build a decision tree based on these records2

Select the number of trees you need and repeat steps 1 and 23

Out-of-bag estimated performance

Advantages

Disadvantages
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Boosting in Machine Learning

We previously discussed a statistical method to optimize the performance of an ensemble of decision trees: bagging and random forests. These algorithms train CART

models in parallel and then aggregate the results in the end. 

However, another subfamily of tree algorithms called boosting takes an entirely different approach by training several trees sequentially. These trees are weak learners -

they are trees with single splits. However, the knowledge aggregated from these weak learners will be used to tweak model weights to force the model to learn better

over time.

We’ll discuss what boosting is and the different flavors of boosting in this tutorial. 

Boosting optimizes a naive tree model, iteratively correcting the weights, and improves the model over each iteration that can be explained in simple words like boosting

is a method or collection of algorithms that help to make a weak learner stronger.

Which means the boosting method can able to create a strong classifier tree from a number of weak classifier trees by building the weak trees in series. In boosting the

making of a tree starts with the training dataset. 

From the available training set, the boosting method creates the first tree or model, which may have many errors. Secondly, the boosting technique makes the second

model which helps to clear the errors of the first model. Likewise, the third model is added and it goes on until the prediction is perfect without any errors for all dataset or

maximum number of models or trees are added.

Now let us consider an example for understanding the boosting concept clearly. Let us take an example of checking if a message is spam or not spam. For checking an

message is spam or not we make some rules for sort a message for example

Now we have five conditions for checking if a message is SPAM or not. Did you believe these conditions individually only enough to check for a message is spam or not.

The answer is a NO, so we can call these conditions WEAK LEARNERS.  

So boosting is coming to the picture in these scenarios where it combines the weak learners to make it perfect for giving the right output. Boosting uses these individual

conditions for checking spam combines to form a strong condition for message spam check. It uses the methods like

There are different variants of the boosting algorithms. Before going to check the boosting algorithms we have to keep in mind that boosting is not a specific algorithm, it

acts as a generic method that helps to improve a specific model. In boosting, we have to prefer which model we are going to use like regression or decision trees which

boosting needs to improve.  

We will go over two traditional methods for classification and regression and a modern boosting approach optimized for performance.

Adaptive boosting or AdaBoost was the original boosted classifier that selects features that improve the model’s predictive power. AdaBoost works by constructing

decision stumps - individual decision trees with a single split, as shown above with each of the individual trees.  

As you can see, the individual stumps are not great classifiers. However, incorrectly classified data points are weighted in the AdaBoost scheme. At the end of

constructing several of these trees, the weights are added from these weak learners. The final model built from all of these weak learners can find complex decision

boundaries that can accurately classify data points.

From the picture above check the tree 1 where there are equally assigned weights for each data point like plus and minus and we can also see a decision stump

represented by a straight line that classifies the data points. 

From the picture we can understand that the classification is not proper as not all the plus are inside the decision stump. Now we add higher weights to the plus and

make another decision stump.

Note check the picture 2 where we add more weights for the plus and draw another decision stump but it is also not proper prediction as some minus are also inside the

stump it may cause classification errors. So we add some weights to these minus and draw another decision stump.

Likewise after picture 3, we will get the perfect classification shown in tree 4 by combining the previous three individual trees. Adaboost works on the principle of

combining the weak individual learners to make a strong learner.

Gradient boosting is another boosting variant. However, the main difference between AdaBoost and Gradient Boosting is that AdaBoost identifies model errors by adding

a penalty value to the incorrectly classified data points. However, gradient boosting uses gradient descent to correct the model weights.

Another minor point about the difference between AdaBoost and gradient boosting is the loss function. AdaBoost minimizes the exponential loss function, while gradient

boosting can use any differentiable loss function. The exponential loss function is prone to outliers; thus gradient boosting is an ideal boosting algorithm for noisy data.

While gradient boosting is a powerful method, its original implementation was not optimized for real-world applications. Thus, eXtreme Gradient Boosting (XGBoost) was

created to make gradient boosting accessible towards a wide variety of problems.

XGBoost is simply gradient boosting with several improvements that allow it to run faster and more accurately. 

Several of these improvements are listed below, including:

XGBoost is a robust out-of-the-box algorithm to get started with many complex data science problems. 
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Boosting

What is boosting?

 Check the message has only a picture, then it is likely to be spam1

 Check the message has only a link, then it is likely to be a Spam2

Check for some words present like prize winner, then it must be a Spam3

Check if the message is from a correct number or domain then it is not a spam4

Check the message is from a genuine number then it is not a spam5

Using average1

Prediction has higher vote.2

Steps to implement the boosting:

A weak learner makes a prediction and assigns equal valued weights to each data point.1

The model is evaluated. If there are errors in the model, the weights are altered to pay more attention to the data points with prediction errors.2

This learning process repeats until the model reaches a maximum accuracy level (or we run out of iterations).3

Boosting algorithms 

AdaBoost or Adaptive Boosting

Gradient Boosting

XGBoost

 Parallelized tree building with gradient boosting1

 Tree pruning2

 Efficient use of hardware3

 Regularization to avoid overfitting4

 Handling missing data5

 Built-In Cross-Validation6

Advantages of boosting

  Easy implementation: It is very easy to implement as it does not need a specific preprocessing of data. Also it has many methods to handle    any of the

data which is missing.

1

 Very low bias: Boosting is done by combining many trees in sequential order which needs a lot of observations and as a result it will reduce the bias.2

 High efficiency in Computation: It takes only the needed features, which increase the power to provide proper efficiency that Increases the

computational efficiency of the model.

3

Disadvantages of boosting

Overfitting: There will be chances for overfitting the model.1

Intensive computation: Boosting is done by combining many trees to make a strong algorithm that increase the computation.2

Applications of Boosting

Healthcare: Boosting helps in the medical field by reducing the chances for an error in medical predictions by combining many weak observations like

cardiovascular or cancer survival rate etc.

1

 IT: It helps in many ways in a wide range in the IT industry like the search engines to properly evaluate a low rank page.2

 Finance:  Boosting method helps in the financial field to reduce the errors in critical tasks like pricing, fraud detection etc.3
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Unsupervised learning

Now we have an understanding of the supervised learning methods and the different regression and classification algorithms that we use in supervised learning. Now it’s

time to move further to non-managed learning which we call unsupervised learning.

In simple words, unsupervised learning helps to solve more real-world problems as it works similar to a human brain as it has to learn from the dataset regarding the

underlying patterns without having a properly built training dataset.

Unsupervised learning is another type of machine learning. The goal is to learn the underlying patterns and structures within the data, without human intervention -

without mapping it to a response variable or label. Instead, the data can be ranked, compressed, clustered, or visualized, allowing the user to understand a high-level

overview of the entire dataset.

In other words, we can define unsupervised learning as the learning is done without supervision. That means we have a dataset only and there will not be a given training

dataset for training the model. So the model has to find the internal patterns and relations hidden inside the dataset and classify them according to the similarities.

For a clear understanding, we can take an example of a set of vegetables and fruits. The unsupervised machine learning algorithm has to classify the pictures of

vegetables and fruits. The difference is there is a trained dataset to know the features of vegetables and fruits to classify them like in supervised learning. Here the

algorithm knows nothing about the features of vegetables or fruits; it has to identify the similarities in the images by itself and has to classify the given dataset into fruits

and vegetables. 

Unsupervised learning is doing that by clustering the images into groups according to the similarities it gets from analyzing the dataset.

Data exploration

Sometimes, we’re given a dataset, and we don’t have any directions on what kind of analysis to perform. Instead, we’re asked to look for interesting properties within the

data.

This is what unsupervised learning is helpful for - understanding the data structure as it is, without any self-imposed biases. For example, by clustering the data, we can

see if there are naturally emerging patterns that we can analyze further.

With a data set containing many features, it can be challenging to extract insights without a way to visualize the data within these high-dimensional datasets. 

Some modern unsupervised learning algorithms like T-SNE and UMAP can compress a high-dimensional dataset into a smaller set. These methods make it easier to

visualize the data while providing important insights into the underlying data structure.

Let’s take the example from viewing a spring oscillating to measure the spring constant - a classic physics problem. We provide three cameras that are calculating the

trajectory of the ball on the spring. 

One question that comes up is, “are we viewing the data in the best direction to measure our spring constant?” (the answer is no). This is analogous to training a machine

learning model, where we need to frame our data in the best way so that the model can extract as much information as possible. Unsupervised methods such as

Principal Component Analysis can do that by decorrelating the data. 

If we consider the camera example above, we notice three cameras all measuring the same event, just viewing the spring in a slightly different way. Thus, some of these

features are a bit redundant.

Unsupervised learning methods can tell us which features don’t carry much information or are highly correlated with each other, allowing the model to learn more

efficiently.

In this picture, we can understand that there is some raw data that has many items that are unsorted and uncategorized which are fed into the machine learning

algorithm. It does not have any training dataset or output that helps to sort the data like in supervised learning.

Firstly, the machine-learning algorithm interprets the given dataset by itself to understand the hidden patterns inside the dataset, and then it sorts the dataset using the

patterns.

There are many algorithms, which are able to work with unsupervised algorithms. When we apply the proper algorithm like k means clustering or decision tree, etc. then it

groups the data into categories according to the patterns it finds from the dataset.

Clustering methods aim to group data based on similarities or differences to other data within the same set. We’ve seen an example of K-means clustering in the context

of classification, where data points are grouped based on a centroid. There are many other methods to group data, such as hierarchical clustering and DBSCAN.

Association rule is a method that helps to find some relations between the variables in a given large dataset. It helps to find the set of data that occurs combined in a

dataset.

You can imagine that you’re in a grocery store, and you’re trying to find some milk. You know from experience that milk is in the refrigerator aisle without explicitly being

told it’s there. Additionally, because you’re buying milk, there is a high probability that you’re in the store to buy something to go with that milk, like cereal. 

This buying experience is an example of association rules that aim to find relationships between variables within a given dataset based on probabilities.

Dimensionality reduction aims to reduce the number of features within a dataset and compress it so that only the most meaningful features remain. The principal

component analysis is one method to reduce the number of features in a dataset.

When using unsupervised learning we have some advantages we listed below

While unsupervised learning can be a great way to model and understand your data, there are some challenges to be aware of:

● K-means clustering

● KNN (k-nearest neighbors)

● Hierarchical clustering

● Anomaly detection

● Neural Networks

● Principal Component Analysis

● Independent Component Analysis

● Apriori algorithm

● Singular value decomposition

  Previous

What is Unsupervised Learning?

 
Data visualization

Decorrelate your data

Compress your data

How the Unsupervised Learning Works

Types of Unsupervised Learning

Clustering

Association rules

Dimensionality reduction

Advantages with Unsupervised Learning

It can be used for many real-life complex tasks as it doesn’t need a trained dataset.1

It is worth using unsupervised learning to get unlabeled data in comparing labeled2

Challenges with Unsupervised Learning

A human needs to interpret the results and define metrics of success.1

It can be computationally intensive with long training times, depending on the algorithm.2

It is difficult to interpret the inner workings of an unsupervised learning model.3

Unsupervised Learning Algorithms
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